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Abstract. Decision-makers in learning environments face a dilemma when their short-term optimal actions may not favor their

long-term benefits the most. To understand the fundamental tradeoff behind the dilemma, we study adaptive experimentation with

post-commitment reward shifts. During an experiment phase, the decision-maker may adaptively test multiple options; during a

subsequent commitment phase, the decision-maker must commit to a single option, whose reward may differ from its pre-commitment

reward. We propose the Reserved Arm Eliminations for Commitment (RAEC) algorithm, which reserves a predetermined portion of

the experiment phase to identify the best post-shift option while using the remaining rounds to minimize short-run regret. We establish

regret upper bounds for RAEC across all parameter regimes and matching minimax lower bounds, providing a tight characterization of

the cost of balancing short-term performance and long-term commitment. A key implication is that deciding in advance how much of

the experiment phase to reserve for the commitment decision is sufficient to achieve the best possible worst-case regret rate; adapting

this amount as more data are observed does not improve the rate. We further study extensions with structural knowledge of reward shifts

and with concave commitment rewards and portfolio choice. Numerical experiments confirm that our proposed algorithms achieve the

regret predicted by our theory and outperform other baselines.
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1. Introduction

Balancing short-term benefits against long-term goals, especially in an uncertain decision-making environ-

ment, has long challenged decision-makers. The dilemma is especially acute when the decision that maximizes

near-term rewards conflicts with what is most desirable in the long run. It is often the case that the decision-

maker can experiment with multiple options to identify which might be most suitable for the current decision

task, yet they must eventually commit to an option for long-run goals.

Practitioners and researchers alike have debated how to reconcile these competing objectives in applications

ranging from online platform experimentation to technology development and product manufacturing. For

example, online platforms have experienced significant regulatory environment policy shifts with the EU’s

General Data Protection Regulation (GDPR), which was announced in 2016 and enacted on May 25, 2018

(Johnson et al. 2023, Aridor et al. 2023). During the two-year implementation window before GDPR took

effect, a platform needs to test out new strategies, preparing for a platform-wide transition after the environment
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shift. Examples of pre-GDPR testing and staged rollouts include Criteo’s pre-GDPR consent-interface tests

(Tiku 2018), IAB Europe’s launch of the Transparency & Consent Framework in April 2018 (IAB Europe),

and Google’s March 2018 GDPR policy updates (Ads 2018). Ranging from environmental regulation (e.g., the

Clean Air Act; EU ETS) to trade and geopolitical tensions, the anticipated policy shifts have also repeatedly

altered firms’ supply chain, production, and investment decisions. For example, Shapiro and Walker (2018)

show U.S. environmental regulation (Clean Air Act) drove large changes in manufacturing emissions, which

is clear evidence that actual policy shifts reshape firm manufacturing decisions; Colmer et al. (2025) provide

firm-level evidence that carbon pricing under the EU ETS changes production choices and investments. Firms

have to experiment with substitute production plans in order to achieve a resilient transition (Tomlin 2009,

Ang et al. 2017).

At a high level, the operational problem that firms encounter in the environment discussed above has the

following structure: before the anticipated environment shift, firms would typically reserve a relatively small

portion of their capacity (for online platforms, this represents a portion of users and computing resources; for

manufacturing firms, this represents a portion of production capacity and material resources) for experiments.

The experiment capacity can be used not only to test strategies that might attain promising performance after

the environment shift, but also to explore and roll out strategies that could deliver high payoffs under the current

operational environment. While the experiment capacity is flexible for strategy switches, the strategy running

on the remaining capacity is generally kept stable due to cost and other practical concerns. For example, online

platforms prefer a smooth and stable experience for the majority of the customers. A whole-capacity-wide

strategy transition, however, is inevitable after the environmental shift, since the old strategy could become

highly unfavorable or even infeasible in the new environment. The key decisions firms have to make are the

experiment design within the experiment capacity and the new strategy to commit to after the shift. The

decision maker’s objective that we focus on in this paper is the aggregated payoff generated by the experiment

capacity before the shift and the new committed strategy run on the remaining capacity after the shift. The

fundamental question we aim to address is:

What is the rule of thumb for the optimal experiment design when there is an anticipated environment
shift?

Such a decision dilemma is becoming more and more relevant as many industrial sectors are facing more and

more anticipated economic and political environment shifts, and aim to build more resilient and sustainable

supply chains (de Araujo and Robbins 2019). Earlier academic work derives qualitative observations on firms’

optimal exploration effort under changing environments (see, e.g., Posen and Levinthal 2012). Our paper

advances the understanding of this problem from an adaptive learning perspective via a parsimonious model.

Before we briefly mention the high-level framework of our model, we elaborate more on the aforementioned

examples here.
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EXAMPLE 1 (PLATFORM REGULATION SHIFT: GDPR EXAMPLE). The EU announced GDPR on April

27th, 2016, which was scheduled to be enacted on May 25th, 2018. During this implementation window,

an online platform could experiment with candidate interface designs on a relatively small group of users

(e.g., beta users). Empirical evidence has reported significant industry-wide strategy changes following the

enactment of GDPR (see, e.g., Peukert et al. 2022, Aridor et al. 2023). Routing a share of beta traffic to a

candidate design yields a random outcome, such as (conversion-rate, privacy-level), whose distribution

is tied to the design. The platform’s payoff can be simplified as profit − legal-cost, where profit and

legal-cost depend on conversion rate and privacy level, respectively. At the enforcement date, the legal-cost

function may change (Cutbill and Mager 2019), so the same privacy level may imply a different cost than

before. Thus, a design that performs well during experimentation may not be the best design after the regulation

takes effect, which creates a tradeoff between short-term gains during the window and learning which design

to adopt for the long run.

There are two key features behind these examples: (𝑖). Two-phase horizon. The time horizon consists of

two phases, an experiment phase and a commitment phase. The commitment date is known in advance and

is typically marked by an exogenous environment shift.1 Before the commitment date, experiments can be

conducted due to the flexible nature of the experiment capacity. A long-term commitment must be made after

the commitment date due to the inflexible nature of the global strategy transition, the construction of mass

production capacity, etc. (𝑖𝑖). Predictable reward shift. The reward shift after the policy environment shift is

largely predictable. For example, the legal costs associated with a given interface design are quantifiable in

advance under GDPR, as long as the regulations are specified clearly. Similarly, the taxation, export restrictions

on key components, fines on carbon emissions, cost changes in volume production, etc., are also quantifiable

in advance once the laws are announced and contracts are specified.

To capture these features, we consider an adaptive experiment problem with post-commitment reward shift:

The decision-maker faces a sequential decision-making problem over a total of𝑇 periods and must choose from

𝐾 candidate treatments. The whole process consists of two phases: In the first phase (the first 𝑁 rounds referred

to as the experiment phase), she can experiment with any different treatments. The decision-maker initially

has no prior knowledge of the mean reward of each treatment but can adaptively choose one of the treatments

to observe a corresponding random outcome generated from this treatment and collect the corresponding

reward. Importantly, this experimentation budget 𝑁 is exogenously determined by the environment. In the

second phase (the remaining 𝑇 − 𝑁 rounds, referred to as the commitment phase), the decision-maker must

commit to a single treatment and implement it throughout this phase. However, due to anticipated environment

1 In other settings, the environment-shift date can instead be interpreted as a strategy commitment date. For example, semiconductor
foundries use a risk-production window to test process recipes before the scheduled launch of volume production. Since risk production
also generates financial returns, foundries trade off short-term gains against learning which process performs well in volume production,
where the reward structure may differ. TSMC announced in July 2026 that A14 risk production would begin in 2027, followed by
volume production in 2028 (TSMC 2026). See Example EC.1 in Appendix EC.1 for additional manufacturing examples.
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changes after 𝑁 periods, a reward shift may occur for each treatment in the commitment phase. As a result, the

treatment that appeared to be optimal during the experiment phase may become suboptimal in the commitment

phase.2

Under this framework, our main research question can now be stated as:

What is the optimal way to address the exploration-exploitation dilemma in the presence of such a
post-commitment reward shift?

We seek to answer the above question in two aspects: (1) whether an efficient online learning algorithm can

achieve provable performance, and (2) what the optimal performance guarantee is for any online algorithm.

We measure the performance of online learning algorithms by the notion of Regret, which is the opportunity

cost of our algorithm compared against the optimal clairvoyant strategy – one that knows the best treatments for

both the experiment and commitment phases. Formally, it is defined as the difference between the total reward

accumulated by an optimal clairvoyant strategy and the reward achieved by our online learning algorithm.

1.1. Main Results

Our first main result introduces a simple yet effective online learning algorithm, termed the Reserved Arm

Eliminations for Commitment algorithm (RAEC), which achieves provable performance across all parameter

regimes of the experimentation budget 𝑁 . At a high level, RAEC operates as an elimination-based algorithm

with phased learning. During the experiment phase, it adaptively eliminates suboptimal arms using increasingly

stringent hypothesis tests. In particular, in Algorithm RAEC, a predetermined portion of the experiment phase

is reserved for identifying the optimal arm for the commitment phase, while the remaining rounds will focus

on standard regret minimization. A key feature of Algorithm RAEC is that the confidence intervals used for

eliminating suboptimal arms are constructed to account for the commitment constraint after 𝑁 rounds. We use

(pseudo) regret to measure the performance of our algorithm, which is defined as the difference between the

expected total reward of a clairvoyant benchmark that knows the optimal arms in advance and our algorithm.

Throughout this work, we use𝑂 and Ω̃ to denote upper and lower bounds on the growth rate (up to logarithmic

factors), and Θ̃ to characterize matching rates (up to logarithmic factors). RAEC’s simplicity enables us to

derive a full spectrum of regret upper bounds across different parameter settings (𝐾 ≪ 𝑁,𝑇 − 𝑁):

• Short experiment scenario (i.e., 𝑁 ≤ (𝑇 − 𝑁)2/3(𝐾 log(𝑇 − 𝑁))1/3): The regret bound is 𝑂 (
√︁
𝐾𝑇2/𝑁);

• Balanced scenario (i.e., 𝑁 ≥ (𝑇 − 𝑁)2/3(𝐾 log(𝑇 − 𝑁))1/3 and (𝑇 − 𝑁) ≥ 𝐾 1/4𝑇
3/4/(log(𝑇 − 𝑁))1/2): The

regret bound is 𝑂 (𝐾 1/3(𝑇 − 𝑁)2/3);
• Short commitment scenario (i.e., (𝑇 − 𝑁) < 𝐾 1/4𝑇

3/4/(log(𝑇 − 𝑁))1/2): The regret bound is 𝑂 (
√
𝐾𝑇).

2 Our framework can also capture settings in which each treatment has an additional attribute that matters only for the final commitment
decision. For example, in adaptive clinical trials, the decision-maker may care about both the cumulative welfare of patients participating
in the trial and the performance of the treatment selected after the trial; see Example EC.3 in Appendix EC.1.
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Experiment budget 𝑁 𝑁 ≲ 𝐾 1/3𝑇
2/3 𝐾

1/3𝑇
2/3 ≲ 𝑁 ≲ 𝑇 −𝐾 1/4𝑇

3/4 𝑁 ≳ 𝑇 −𝐾 1/4𝑇
3/4

Optimal regret REG[𝑁,𝑇] Θ̃

(√︂
𝐾𝑇2

𝑁

)
Θ̃(𝐾 1/3 (𝑇 − 𝑁)2/3) Θ̃(

√
𝐾𝑇)

Table 1 The optimal regret for different parameter regimes. Here, we use 𝐴 ≲ 𝐵, 𝐴 ≳ 𝐵 to denote 𝐴 =𝑂 (𝐵), 𝐴 = Ω̃(𝐵),
respectively.

Beyond the algorithmic results, we establish an information-theoretic lower bound that matches the upper

bound achieved by RAEC, which proves that the regret bound cannot be further improved by other algorithms

(in a certain sense). We define the instance-independent regret lower bound (i.e., minimax lower bound) across

different parameter regimes as follows:

• Short experiment scenario: The experiment phase is relatively short, and the optimal strategy is to focus

on pure exploration. The minimax lower bound is Ω(
√︁
𝐾𝑇2/𝑁);

• Balanced scenario: The experiment phase is sufficiently long, but so is the commitment phase, which

makes this case particularly more interesting. Here, the minimax lower bound is Ω(𝐾 1/3(𝑇 − 𝑁)2/3);
• Short commitment scenario: The commitment phase is short, making the problem resemble a standard

𝐾-armed bandit setting. The minimax lower bound is the well-known Ω(
√
𝐾𝑇).

Our results highlight that while asymptotic optimality (sublinear regret) remains achievable across different

parameter regimes of 𝑁 , the problem is inherently more challenging due to the reward shift between the

experiment and commitment phases. Interestingly, the regret lower bound grows more slowly in 𝐾 compared

to traditional MAB problems. This is because the presence of a reward shift encourages the optimal strategy

to explore more arms in the experiment phase. Consequently, the regret lower bound becomes less sensitive

to increases in 𝐾. In summary, our work provides a tight characterization of the regret landscape in adaptive

experimentation with post-commitment reward shift. Our results provide a quantitative framework for decision-

makers balancing the short-term vs. long-term trade-off while offering guidance on how much effort should

be invested in exploring optimal solutions for long-term gains and what costs can be expected in the process.

Another interesting takeaway is that our algorithm predetermines the effort allocated to explore good arms

in the commitment phase, and it is shown to be good enough. More sophisticated methods that adaptively

determine the exploration effort while learning the instance structure will not fundamentally improve the

performance further.

Finally, we advance our discussion to two extensions. The first extension is that, with a more nuanced

ex-ante understanding of the reward shift structure, one can improve regret performance. Our results clarify

that, in terms of regret minimization, correctly identifying the ranking-changing effect in reward shifts is far

more critical than specifying the absolute magnitude of these shifts. The second extension is that, instead of

committing to a single arm, the decision-maker can commit to a portfolio of arms in the commitment phase,

and the total reward in the commitment phase is a concave function of the sum of the observed outcomes.
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This model strictly generalizes our baseline model. We propose a new algorithm, Reserved Online Stochastic

Convex Optimization for Commitment (ROSCOC), which, like RAEC, allocates a predetermined portion of the

experiment phase to learning the optimal commitment decision. Our analysis shows that ROSCOC achieves

a similar regret upper bound as in Table 1. Although this generalized problem appears to be much more

complicated, we demonstrate that the effectiveness of the predetermined exploration effort allocation for the

commitment phase still applies, and the problem is not fundamentally harder than the baseline problem.

1.2. Related Work

Multi-armed bandits (MAB) is a classical framework to study how to balance exploitation and exploration in

sequential decision-making problems. Two archetypal objectives, regret minimization and best-arm identifi-

cation, have been extensively studied in the MAB literature. Seminal works on regret minimization include

the class of Upper Confidence Bound (UCB) type algorithms (Auer et al. 2002), and the class of Thompson

sampling (TS) algorithms (Agrawal and Goyal 2012, Russo and Van Roy 2014, Agrawal and Goyal 2017).

Lai and Robbins (1985) characterize asymptotic lower bounds on the expected regret for any consistent online

algorithm in the MAB problem.

Algorithms designed for regret minimization typically explore different options without committing to a

single arm. However, in practice, many applications may prefer a commitment to action instead of continuous

exploration. In light of this motivation, many works have been devoted to studying best arm identification. In

this line of work, two settings are considered: (i) a fixed-budget setting: given a time budget 𝑇 , the decision-

maker aims to maximize the probability of finding the optimal arm in at most 𝑇 steps (Audibert et al. 2010,

Bubeck et al. 2013, Karnin et al. 2013); (ii) a fixed-confidence setting: given a confidence level 𝛿 > 0, the

decision-maker aims to find the optimal item with a probability of at least 1− 𝛿 in the smallest number of time

steps (Kaufmann and Kalyanakrishnan 2013). Kaufmann et al. (2016) examine the lower bound complexity

of both settings. Beyond identifying a single best arm, Zhou et al. (2014), Chen et al. (2017) study the

identification of multiple good arms under PAC criteria and characterize the corresponding sample complexity.

Unlike the algorithms for regret minimization, the best-arm identification algorithms do not account for the

regret incurred during exploration. Related to the problem of best-arm identification, Li et al. (2025) study

large-scale ranking and selection and establish the sample optimality of simple greedy procedures. Recently,

pure exploration problems are also studied under operational contexts, e.g., Sun and Shi (2026) study pure

exploration for multi-product pricing with approximate demand models.

To mitigate the drawbacks of regret minimization and best-arm identification, more recently, many works

(see, e.g., Bui et al. 2011, Degenne et al. 2019, Kim et al. 2023, Zhang and Ying 2023, Zhong et al.

2023, Simchi-Levi and Wang 2023, Simchi-Levi et al. 2023, Qin and Russo 2024, Yang et al. 2024) have

started to explore designing algorithms that can achieve best-of-both-worlds guarantees in various unified

frameworks. However, these works generally either treat the commitment time as a decision variable or
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evaluate the experiment and commitment phases using the same underlying arm rewards. Among these works,

a particularly relevant work is by Bui et al. (2011), where they also consider that the experimenter needs

to stop the experimentation within a budget, and the reward earned after the commitment is scaled up by a

constant factor. In other words, the optimal arm remains the same before and after commitment. Our work

considers a more general reward shift structure to change the ranking of the arms, so the optimal arm in the

experiment phase may differ from the optimal arm in the commitment phase. Qin and Russo (2024) allow

the experimenter to adaptively choose when to stop and commit and consider different within- and post-

experiment costs. Their post-experiment target, however, remains the treatment with the highest underlying

mean outcome, whereas our reward shift may change the optimal treatment after commitment. Conceptually,

our work also relates to recent research on cross-learning (e.g., Feng et al. 2026), but we abstract away from

the operational details and focus on investigating the fundamental trade-offs between short-term exploration

and long-term commitment. Relatedly, another line of work studies sequential learning under restrictions on

adaptivity, including bandits with switching constraints (Simchi-Levi and Xu 2023) and Bayesian sequential

experimentation under limited flexibility (Zhu et al. 2025). These works restrict how flexibly the decision-

maker can adapt during experimentation, whereas our setting permits adaptive experimentation before an

exogenously given commitment date but requires a fixed long-run decision after the reward shift.

Our work also relates to the recent growing literature that uses regret minimization to study adaptive

experimentation in online platforms (to name a few, see, e.g., Bibaut et al. 2021, Athey and Wager 2021, Farias

et al. 2022, Ye et al. 2023, Hu et al. 2024). Our work differs from these works as we consider an adaptive

experimentation problem with commitment and potential reward shift after the commitment. Our model is also

related to nonstationary stochastic optimization, where the underlying reward or objective function changes

over time and performance is measured through dynamic regret (see, e.g., Chen et al. 2019, 2025, Min and

Russo 2023, Wang 2025). Unlike this literature, we consider an anticipated reward shift at an exogenously

given time, after which the decision-maker must commit and can no longer adapt her decisions. Notably, some

earlier work that studies firms’ exploration effort under changing environments also derives insights under the

bandit framework; e.g., Posen and Levinthal (2012) uses simulation methods to obtain qualitative observations

on this issue.

2. Preliminaries

We consider a sequential experiment with a commitment problem. There are 𝑇 different experimental units

participating in the experiment sequentially, where 𝑇 is fixed and known to the experimenter. Upon the arrival

of the 𝑡-th subject, the experimenter assigns a treatment (arm), among 𝐾 independent options. The whole

process consists of two phases.

The first phase is the experiment phase, which includes the first 𝑁 (𝑁 < 𝑇) periods, where 𝑁 is fixed

and known to the experimenter. In each period 𝑡 ∈ [𝑁], the experimenter can pick one treatment 𝐼𝑡 ∈ [𝐾]
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(𝐾 ≪ 𝑁,𝑇 − 𝑁) to assign it to the subject. The environment generates a random outcome 𝑜𝑡 ,𝐼𝑡 ∈ 𝑂 which is

independently and identically drawn from a fixed unknown outcome distribution 𝜈𝐼𝑡 over a common outcome

space𝑂. The outcome space could be a vector space, in which case a random outcome could be interpreted as

the random feature vector of a treatment. Each 𝜈𝑖 belongs to a general distribution spaceV. We do not make

any assumptions on the distribution of the observed outcomes. As will soon become clear, what matters is the

corresponding reward distribution. The experimenter will observe the realized outcome 𝑜𝑡 ,𝐼𝑡 and also collect

a reward 𝑓 (𝑜𝑡 ,𝐼𝑡 ) where function 𝑓 (·) :𝑂→ [0,1] is a known reward function in the experiment phase.3

The second phase is the commitment phase which includes the remaining periods, namely, from 𝑁 +1 to 𝑇 .

In each period 𝑡 > 𝑁 , the experimenter commits to assign the same treatment, denoted as 𝐽𝑁 ∈ [𝐾] and collects

a realized reward 𝑔(𝑜𝑡 ,𝐽𝑁 ) where 𝑔(·) :𝑂→ [0,1] is the known reward function in the commitment phase.

This reward function is not necessarily the same as the reward function 𝑓 (·) and is known to the experimenter.

Here, the outcome 𝑜𝑡 ,𝐽𝑁 is also independently and identically distributed according to the same distribution

𝜈𝐽𝑁 as in the experiment phase.

The experimenter initially knows the experimentation budget 𝑁 and both reward functions 𝑓 , 𝑔. Her goal is to

design a policy 𝜋, which executes over the two decision phases, i.e., 𝜋 = (𝜋exp, 𝜋com), a sequential experiment

policy 𝜋exp and a commitment policy 𝜋com, both possibly randomized, to maximize the total expected rewards.

More formally, the sequential experiment policy 𝜋exp is a function that maps the total time horizon 𝑇 , the

experiment length 𝑁 , the historical observations (𝐼𝑠, 𝑜𝑠,𝐼𝑠 )𝑠∈[𝑡−1] , and also a random variable 𝑈, which

encodes any additional sources of randomization, to an assignment 𝐼𝑡 = 𝜋exp(𝑁,𝑇, (𝐼𝑠, 𝑜𝑠,𝐼𝑠 )𝑠∈[𝑡−1] ,𝑈) ∈ [𝐾].
Similarly, the commitment policy 𝜋com is a function that maps all historical observations up to the end of

𝑁-th period, together with the knowledge of 𝑇, 𝑁 and an additional random variable 𝑈 to an assignment

𝐽𝑁 = 𝜋com(𝑁,𝑇, (𝐼𝑠, 𝑜𝑠,𝐼𝑠 )𝑠∈[𝑁 ] ,𝑈) ∈ [𝐾]. Specifically, the experimenter aims to maximize the following

cumulative rewards:

REW𝜋 [𝑁,𝑇] =
∑︁

𝑡∈[𝑁 ]
E
[
𝑓 (𝑜𝑡 ,𝐼𝑡 )

]
+

∑︁
𝑡∈[𝑁+1:𝑇 ]

E
[
𝑔(𝑜𝑡 ,𝐽𝑁 )

]
, (1)

where the expectations are over the randomness of the policy 𝜋, and the randomness from the outcome distri-

butions (𝜈𝑖)𝑖∈[𝐾 ] . Directly optimizing the total rewards in Eqn. (1) is not tractable given that the parameters

(𝜈𝑖)𝑖∈[𝐾 ] are not known to the experimenter a priori. Thus, it is also more convenient to focus on the regret.

The objective then is to design the policy 𝜋 that minimizes the regret defined as:

REG𝜋 [𝑁,𝑇] =
∑︁

𝑡∈[𝑁 ]

(
E
[
𝑓 (𝑜𝑡 ,𝐼∗

𝑓
)
]
−E

[
𝑓 (𝑜𝑡 ,𝐼𝑡 )

] )
+

∑︁
𝑡∈[𝑁+1:𝑇 ]

(
E
[
𝑔(𝑜𝑡 ,𝐼∗𝑔 )

]
−E

[
𝑔(𝑜𝑡 ,𝐽𝑁 )

] )
, (2)

where 𝐼∗
𝑓
≜ arg max𝑖∈[𝐾 ] E𝑜∼𝜈𝑖 [ 𝑓 (𝑜)] denotes the optimal treatment w.r.t. the reward function 𝑓 , and 𝐼∗𝑔 ≜

arg max𝑖∈[𝐾 ] E𝑜∼𝜈𝑖 [𝑔(𝑜)] denotes the optimal treatment w.r.t. the reward function 𝑔. Throughout the paper,

3 In some applications, if the decision maker has more refined prior knowledge about certain treatments’ rewards, we can capture such
knowledge using smaller constant intervals [𝑎, 𝑏] ⊆ [0, 1] for the rewards. This will not change the asymptotic results in our paper.
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we assume that there exist fixed small constants 𝑎, 𝑐 > 0 such that 𝑁 ≥ 𝑐𝑇𝑎 for all sufficiently large 𝑇 . This

assumption is used to rule out the less interesting scenario when the length of the experiment phase, 𝑁 , is

extremely small compared to the whole time horizon, 𝑇 .

We now instantiate our setting using the previously mentioned GDPR example. We have an analogous

discussion of the manufacturing example in Example EC.2 in Appendix EC.1.

EXAMPLE 2 (THE GDPR EXAMPLE (CONTINUED)). One treatment 𝐼𝑡 ∈ [𝐾] could represent one interface

design. The length of the experiment phase 𝑁 is the length of the grace period before the enactment of

GDPR. The length of the commitment phase 𝑇 − 𝑁 is the length of the platform-wide deployment of the

committed treatment before a new design rolls out. The commitment date is marked by the enactment of GDPR.

Picking treatment 𝐼𝑡 generates a treatment-associated random outcome 𝑜𝑡 ,𝐼𝑡 which consists of two attributes,

(revenue𝑡 ,𝐼𝑡 , privacy-risk𝑡 ,𝐼𝑡 ). revenue𝑡 ,𝐼𝑡 is a random variable, while privacy-risk𝑡 ,𝐼𝑡 = privacy-risk𝐼𝑡
is likely a constant for a given treatment 𝐼𝑡 , and the larger the number is, the less privacy customers have.

Before the enactment of GDPR, the reward function has the form 𝑓 (𝑜𝑡 ,𝐼𝑡 ) = revenue𝑡 ,𝐼𝑡 . After the enactment

of GDPR, the reward function has the form 𝑔(𝑜𝑡 ,𝐼𝑡 ) = revenue𝑡 ,𝐼𝑡 − privacy-risk𝐼𝑡 , which captures the legal

penalty on privacy.

More Notations. We define the following notations that will be useful for our analysis. For each treatment

𝑖 ∈ [𝐾], let 𝑉 𝑓 ,𝑖 and 𝑉𝑔,𝑖 denote the distributions of 𝑓 (𝑜) and 𝑔(𝑜), respectively, when 𝑜 ∼ 𝜈𝑖, 𝜈𝑖 ∈ V.

The instance space is E =V𝐾 , and an instance is I = (𝜈𝑖)𝑖∈[𝐾 ] ∈ E. We would like to note that although

the outcome distributions (𝜈𝑖)𝑖∈[𝐾 ] may be general, the induced reward distributions have bounded support

between [0,1] by the mapping of the reward functions 𝑓 , 𝑔. And, because the distributions (𝜈𝑖)𝑖∈[𝐾 ] are

unknown, the induced distributions (𝑉 𝑓 ,𝑖)𝑖∈[𝐾 ] and (𝑉𝑔,𝑖)𝑖∈[𝐾 ] are also unknown. We useV𝑓 ,𝑖,V𝑔,𝑖 to denote

the space of the reward distributions for function 𝑓 , 𝑔 for the treatment 𝑖, respectively. That is, 𝑉 𝑓 ,𝑖 ∈V𝑓 ,𝑖 and

𝑉𝑔,𝑖 ∈V𝑔,𝑖. Let 𝜇(𝑃) denote the mean of a distribution 𝑃. For each treatment 𝑖 ∈ [𝐾], we write 𝜇 𝑓 ,𝑖 = 𝜇(𝑉 𝑓 ,𝑖)
and 𝜇𝑔,𝑖 = 𝜇(𝑉𝑔,𝑖).

2.1. Additional Discussions

We conclude this section with some additional discussions.

The exogenously given experimentation budget 𝑁 . In our framework, the experimentation budget 𝑁 is exoge-

nously given by the environment. This modeling choice is motivated by applications in which the commitment

date is determined by an external event rather than by the decision-maker. For example, the enforcement date

of an announced regulation, the launch date of mass production, or an internally predetermined deployment

deadline fixes the amount of time available for experimentation. In such settings, the decision-maker cannot

choose when the environment changes or when the long-run transition must occur; instead, the key decision is

how to allocate the given experimentation budget before that date. This feature differentiates our setting from



Jiang, Tang, and Zhang: Experimentation and Commitment under Reward Shifts
10

models in which the experimenter can choose when to stop experimentation and commit (see, e.g., Bui et al.

2011, Degenne et al. 2019, Zhang and Ying 2023, Qin and Russo 2024). When the reward functions satisfy

𝑓 = 𝑔, the standard explore-then-commit strategies (see, e.g., Robbins 1952, Rusmevichientong and Tsitsiklis

2010, Garivier et al. 2016) in the multi-armed bandits can capture this soft-commitment scenario as well.

Known reward functions 𝑓 and 𝑔. In the aforementioned model, the reward mappings 𝑓 and 𝑔 are known,

while each arm’s outcome distribution is unknown. Thus, when arm 𝑖 is pulled, the learner observes an

outcome 𝑜𝑡 ,𝑖 that can be evaluated under both the experiment- and commitment-phase reward functions. This

captures settings where the environment shift is announced in advance and its effect on evaluating outcomes

is largely predictable, and it is what allows the decision maker to estimate both E𝑜∼𝜈𝑖 [ 𝑓 (𝑜)] and E𝑜∼𝜈𝑖 [𝑔(𝑜)]

during the experiment phase.

There is an alternative model that does not require the knowledge of the 𝑓 and 𝑔 while most of our results

still hold. In this model, pulling arm 𝑖 reveals a pair of independent reward signals drawn from 𝑉 𝑓 ,𝑖 ×𝑉𝑔,𝑖, and

these signal pairs are independently and identically distributed across pulls of arm 𝑖. Under this interpretation,

the learner need not know the explicit functional forms of 𝑓 and 𝑔; what is essential is that each pull provides

information about both experiment- and commitment-phase rewards. By contrast, if pulling an arm during

experimentation only reveals its experiment-phase reward, with no outcome observation or structural link

to its commitment-phase reward, then post-shift rewards are statistically unidentified. In that case, sublinear

regret is impossible in general: two indistinguishable experiment-phase instances may have different optimal

commitment arms, leading to linear commitment regret in one of them unless additional structure, such as a

parametric relation between 𝜇 𝑓 ,𝑖 and 𝜇𝑔,𝑖 , is imposed.

Reducing to regret minimization and best-arm identification. We observe that when 𝑔(𝑜) ≡ 0 for all

𝑜 ∈𝑂, our sequential experiment with the commitment problem reduces to regret minimization in the classic

multi-armed bandit (MAB) problem with time horizon 𝑁 (Auer et al. 2002, Lai and Robbins 1985). Another

variant of the MAB problem is the “best-arm identification problem” (often referred to as the pure exploration

problem), where the goal is to identify the best treatment at the end of the experiment. In particular, when

𝑓 (𝑜) ≡ 0 for all 𝑜 ∈ 𝑂, our sequential experiment with the commitment problem reduces to the fixed-budget

pure exploration problem (Audibert et al. 2010, Bubeck et al. 2011, Kaufmann et al. 2016, Carpentier and

Locatelli 2016). Note that when 𝑓 (𝑜) ≡ 0, our regret definition in Eqn. (2) is essentially minimizing the simple

regret (𝑇 − 𝑁) ·
(
E𝑜∼𝜈𝐼∗𝑔 [𝑔(𝑜)] −E𝑜∼𝜈𝐽𝑁 [𝑔(𝑜)]

)
.

3. Our Algorithm and Results

In this section, we introduce the Reserved Arm Eliminations for Commitment (RAEC) algorithm for our

sequential experiment and commitment problem and discuss its regret performance.
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3.1. Our Algorithm

We begin by detailing our Algorithm RAEC. Our algorithm operates as an elimination-type algorithm (see,

e.g., Even-Dar et al. 2006, Auer and Ortner 2010) that acts in phases (epochs) and eliminates arms using

increasingly sensitive hypothesis tests.

At a high level, there are two stages of the algorithm in the experiment phase, followed by a straightforward

committing stage. In Stage I, the algorithm focuses on collecting arm information for the commitment-phase

reward function 𝑔 until the experimenter gathers sufficient information for the reward function 𝑔 to make the

commitment decision. The algorithm moves into Stage II, in which the algorithm uses the remaining rounds

in the experiment phase to conduct the regret minimization over arms w.r.t. reward function 𝑓 . Throughout

the experiment phase, the algorithm will maintain two active arm sets A 𝑓 ,ℓ ,A𝑔,ℓ for each epoch ℓ and for

each reward function 𝑓 , 𝑔, respectively. The active arm sets are both initialized as the whole arm space [𝐾].

Stage I: Reserved arm elimination for reward function 𝑔. In Stage I, which includes the first 𝐿 epochs,

the algorithm explores arms in the active arm set A𝑔,ℓ and eliminates arms that have bad performance based

on their empirical average rewards. Designing the number 𝐿 is one key of our algorithm. The choice of this

value represents the amount of effort the decision-maker should exert during the experiment phase to learn the

optimal arm for the commitment phase. In particular, in each epoch ℓ ∈ [𝐿], if more than one arm remains in

the active arm setA𝑔,ℓ , the algorithm will select each arm in the arm setA𝑔,ℓ until the total number of times

it has been selected achieves 𝑚𝑔,ℓ . At the end of each epoch ℓ, the algorithm computes the empirical average

rewards 𝜇̂𝑔, 𝑗,ℓ for each arm 𝑗 ∈ A𝑔,ℓ , then updates the arm set A𝑔,ℓ+1 by eliminating arms that deviate too

much from the arm that has the empirically best reward max 𝑗∈A𝑔,ℓ 𝜇̂𝑔, 𝑗,ℓ . Specifically, arms are eliminated

from A𝑔,ℓ if the gap between their empirical reward and the best empirical reward exceeds a threshold Δ̃ℓ ,

which is initialized to 1/2. The threshold Δ̃ℓ will then be halved for the next epoch. On the other hand, when

there is only one arm remaining in the arm set A𝑔,ℓ , the algorithm would stop the arm elimination for the

reward function 𝑔. For notational simplicity, let A𝑔,𝐿+1 in Algorithm RAEC denote the active set available

when Stage I ends.

Stage II: Continuing arm elimination for reward function 𝑓 . Stage II includes the remaining rounds in the

experiment phase. When entering Stage II, no matter how many arms remain in the active arm setA𝑔,𝐿+1, the

algorithm will not sample arms in A𝑔,𝐿+1. Instead, the algorithm will keep eliminating the arms A 𝑓 ,1 using

a similar procedure in Stage I. Especially, the elimination criteria also remain the same as before.

We carefully design the total number of selections 𝑚 𝑓 ,ℓ , 𝑚𝑔,ℓ of the arms in each epoch as follows,

𝑚 𝑓 ,ℓ =
4 log(𝑁)

Δ̃2
ℓ

, 𝑚𝑔,ℓ =
4 log(𝑇 − 𝑁)

Δ̃2
ℓ

. (3)

Here, notice that the number of pulls for arms in A 𝑓 ,ℓ and A𝑔,ℓ differ in the numerator, where 𝑚 𝑓 ,ℓ adjusts

for the length of the experiment phase, 𝑁 , while 𝑚𝑔,ℓ adjusts for the length of the commitment phase, 𝑇 − 𝑁 .
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Algorithm 1 Reserved Arm Eliminations for Commitment (RAEC)
1: Input: A set of arms {1,2, . . . , 𝐾}, 𝑁 , 𝑇 , parameter 𝜀;

2: Initialization: Set Δ̃1 = 1/2, A 𝑓 ,1 =A𝑔,1 = [𝐾], 𝐿 = max
{
0,

⌈
log2

1
𝜀

⌉}
.

3: Whenever 𝑁 rounds are exhausted in Stage I or II, the algorithm enters the Commitment Stage. If 𝑁 is

reached before an epoch is completed, the algorithm does not compute empirical means or eliminate arms

using that incomplete epoch; it keeps the active set at the beginning of the epoch.

4: /* Below 𝑚 𝑓 ,ℓ , 𝑚𝑔,ℓ are defined as in Eqn. (3). */

5: for ℓ = 1, . . . , 𝐿 do /* Stage I: Reserved arm elimination for reward function

𝑔 */

6: if |A𝑔,ℓ | > 1 then

7: Sample each arm inA𝑔,ℓ one at a time until the total number of times it has been chosen is 𝑚𝑔,ℓ times
or reaches the experiment cap 𝑁 and stops.

8: At the end of epoch ℓ, compute the empirical average reward 𝜇̂𝑔,𝑖,ℓ for reward function 𝑔 for each
𝑖 ∈ A𝑔,ℓ .

9: Update A𝑔,ℓ+1←
{
𝑖 ∈ A𝑔,ℓ : max 𝑗∈A𝑔,ℓ 𝜇̂𝑔, 𝑗,ℓ − 𝜇̂𝑔,𝑖,ℓ ≤ Δ̃ℓ

}
.

10: else

11: A𝑔,ℓ+1←A𝑔,ℓ .
12: end if

13: Set Δ̃ℓ+1← Δ̃ℓ/2.

14: end for

15: /* Note that below ℓ restarts from 1. */

16: for ℓ = 1,2, . . . do /* Stage II: Arm eliminations for reward function 𝑓 */

17: Sample each arm inA 𝑓 ,ℓ one at a time until the total number of times it has been chosen is 𝑚 𝑓 ,ℓ times
or reaches the experiment cap 𝑁 and stops.

18: At the end of epoch ℓ, compute the empirical average reward 𝜇̂ 𝑓 ,𝑖,ℓ for reward function 𝑓 for each
𝑖 ∈ A 𝑓 ,ℓ .

19: Update A 𝑓 ,ℓ+1←
{
𝑖 ∈ A 𝑓 ,ℓ : max 𝑗∈A 𝑓 ,ℓ 𝜇̂ 𝑓 , 𝑗 ,ℓ − 𝜇̂ 𝑓 ,𝑖,ℓ ≤ Δ̃ℓ

}
.

20: Set Δ̃ℓ+1← Δ̃ℓ/2.

21: end for

22: /* Denote by A𝑔,𝐿+1 the current active arm set for reward function 𝑔.

*/

23: Uniformly at random commit to an arm in A𝑔,𝐿+1. /* Commitment Stage */

Commitment Stage. Note that at the beginning of the (𝑁 +1)-th round, at least one arm remains in the active

arm set A𝑔,𝐿+1. The algorithm then uniformly at random commits to an arm in this set for the commitment

phase.

We name our algorithm reserved arm eliminations for commitment because we predetermine 𝐿 epochs

reserved for exploring the optimal arm in the commitment phase. Instead of choosing adaptively while learning
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the problem structure, a predetermined 𝐿 is not only easy to implement in industrial environments but also

explicitly indicates how much effort the decision-maker should exert for long-term benefits.

We highlight that during the algorithm execution Stage II, we sample each arm in A 𝑓 ,ℓ until it has been

pulled 𝑚 𝑓 ,ℓ times, but the 𝑚 𝑓 ,ℓ number of pulls may not all occur during Stage II. This is because the arm is

likely to have been pulled many times during Stage I. Because we observe the outcome realization 𝑜𝑡 ,𝐼𝑡 upon

pulling each arm 𝐼𝑡 and function forms 𝑓 and 𝑔 are known, we can calculate both 𝑓 (𝑜𝑡 ,𝐼𝑡 ) and 𝑔(𝑜𝑡 ,𝐼𝑡 ). When

executing the algorithm, we actually record the history of outcome realization for each arm pull, and that is

used to calculate the empirical means 𝜇̂ 𝑓 ,𝑖,ℓ and 𝜇̂𝑔,𝑖,ℓ .

3.2. The Regret Upper Bound of Algorithm RAEC

In this section, we provide the regret upper bound of Algorithm RAEC. The key parameter to choose is the

target accuracy parameter 𝜀. The main result of this section is summarized as follows:

THEOREM 1 (Regret upper bound). For 𝑁 > 1 and 𝑇 − 𝑁 > 1, choose the parameter

𝜀 = max

{
4
√︂
𝐾 log(𝑇 − 𝑁)

𝑁
,

(
𝐾 log(𝑇 − 𝑁)

𝑇 − 𝑁

)1/3
}
,

we have the following regret upper bound for Algorithm RAEC:

REG[𝑁,𝑇] =𝑂 ©­«
√√
𝐾 (𝑇 − 𝑁)2/3 ·max

{
(𝑇 − 𝑁)4/3, 𝐾 1/3𝑁

}
min

{
𝑁,𝐾

1/3(𝑇 − 𝑁)2/3
} ª®¬ .

The above regret upper bound exhibits a three-regime pattern. Suppressing logarithmic factors and constant

factors, these three regimes are:

1. Short experiment (Region I): when 𝑁 ≲ 𝐾1/3(𝑇 − 𝑁)2/3, 𝜀 is chosen to be 4
√︃
𝐾 log(𝑇−𝑁 )

𝑁
, and the regret

upper bound is 𝑂 (𝑇
√︁
𝐾/𝑁).

2. Balanced (Region II): when 𝑁 ≳ 𝐾1/3(𝑇 −𝑁)2/3 and𝑇 −𝑁 ≳ 𝐾1/4𝑁3/4, 𝜀 is chosen to be
(
𝐾 log(𝑇−𝑁 )

𝑇−𝑁

)1/3
,

and the regret upper bound is 𝑂 (𝐾1/3(𝑇 − 𝑁)2/3).
3. Short commitment (Region III): when 𝑇 − 𝑁 ≲ 𝐾1/4𝑁3/4, 𝜀 is still

(
𝐾 log(𝑇−𝑁 )

𝑇−𝑁

)1/3
, while the regret

upper bound is 𝑂 (
√
𝐾𝑇).

Notice that Stage I exploration in RAEC is skipped when 𝜀 ≥ 1. As a sanity check, consider the case 𝑔 ≡ 0.

In this scenario, our problem reduces to the classic 𝐾-armed bandit setting. Choose 𝜀 = 1 to skip Stage I.

Since every commitment gap is zero, the regret is entirely incurred in the experiment phase. Consequently,

our regret upper bound reduces to𝑂 (
√
𝐾𝑇) which matches the standard result (see, e.g., Auer et al. 2002). On

the other hand, when 𝑓 = 0, the problem becomes a pure exploration setting focused on minimizing simple

regret. In this case, the total regret is just the simple regret at the commitment period 𝑁 + 1, multiplied

by the commitment phase length 𝑇 − 𝑁 . When 𝑓 = 0 is known, we set 𝑚𝑔,ℓ = ⌈4 log𝑁/Δ̃2
ℓ
⌉ and choose

𝜀 = 8
√︁
𝐾 log𝑁/𝑁 . If 𝜀 < 1, then 𝐾𝑚𝑔,𝐿 ≤ 16𝐾 log𝑁/𝜀2 + 𝐾 ≤ 𝑁/4 + 𝐾 < 𝑁 , so all reserved epochs can be
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completed. The concentration argument in Lemma 3 now gives failure probability at most 2𝐾𝐿/𝑁2, and

hence regret 𝑂 ((𝑇 −𝑁)
√︁
𝐾 log𝑁/𝑁). If 𝜀 ≥ 1, Stage I is skipped and the trivial commitment bound gives the

same order. In particular, 𝑇 = 𝑁 + 1 gives 𝑂 (
√︁
𝐾/𝑇) simple regret, consistent with standard bounds (see, e.g.,

Chapter 33 in Lattimore and Szepesvári 2020).

Finally, we observe that over a wide range of regimes (i.e., in Regions I and II), our regret upper bound

is significantly larger than the typical 𝑂 (
√
𝐾𝑇) bound in standard 𝐾-armed bandit problems. However, as

becomes clearer in Section 6.1, when there is no reward shift (i.e., 𝑓 = 𝑔), the regret can be substantially

improved.

𝑁
0 𝑇

𝑂

(√︃
𝐾𝑇2

𝑁

)
𝜀 = 4

√︃
𝐾 log(𝑇−𝑁 )

𝑁

𝑂
(
𝐾

1/3(𝑇 − 𝑁)2/3
)

𝜀 =

(
𝐾 log(𝑇−𝑁 )

𝑇−𝑁

) 1/3
𝑂

(√
𝐾𝑇

)
𝜀 =

(
𝐾 log(𝑇−𝑁 )

𝑇−𝑁

) 1/3

I II III

Figure 1 Phase Transition of The Regret Upper Bound of Algorithm RAEC

We summarize the phase transition of the regret upper bound with respect to the different parameter regimes

of 𝑁 in Figure 1. We highlight that in our algorithm RAEC, designing 𝜀 is equivalent to determining the

effort allocation between exploring the optimal arms in the experiment phase and the commitment phase.

Our algorithm RAEC determines 𝜀 in advance instead of adaptively via learning the instance structure. This

simple yet effective design makes RAEC easy to implement in practice while also providing transparency in

how much effort is devoted to exploring good arms for the commitment phase. However, a key question is

whether our simple design can achieve the best possible performance for any online learning algorithm. We

answer this affirmatively by establishing a matching lower bound (see Theorem 3).

4. The Regret Upper Bounds Analysis

In this section, we provide the analysis for the regret upper bound of Algorithm RAEC, i.e., we prove

Theorem 1. Instead of directly proving the instance-independent upper bound presented in Theorem 1, we first

prove the following stronger result (see Proposition 1) – an instance-dependent regret bound for Algorithm

RAEC. We then discuss how to obtain the upper bound in Theorem 1 from Proposition 1.

Before discussing Algorithm RAEC’s instance-dependent regret upper bound, recall that 𝑉 𝑓 ,𝑖 and 𝑉𝑔,𝑖
denote arm 𝑖’s experiment-phase and commitment-phase reward distributions, respectively. And 𝜇 𝑓 ,𝑖 = 𝜇(𝑉 𝑓 ,𝑖)

and 𝜇𝑔,𝑖 = 𝜇(𝑉𝑔,𝑖). Let 𝜇∗
𝑓
= max𝑖∈[𝐾 ] 𝜇 𝑓 ,𝑖 and 𝜇∗𝑔 = max𝑖∈[𝐾 ] 𝜇𝑔,𝑖 be the mean of the optimal arm w.r.t.

reward function 𝑓 , 𝑔 respectively. Then, let Δ 𝑓 ,𝑖 = 𝜇∗𝑓 − 𝜇 𝑓 ,𝑖 and Δ𝑔,𝑖 = 𝜇
∗
𝑔 − 𝜇𝑔,𝑖 be the suboptimality gap.
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We denote the experiment- and commitment-suboptimal arm sets by S 𝑓 := {𝑖 ∈ [𝐾] : Δ 𝑓 ,𝑖 > 0} and S𝑔 := {𝑖 ∈
[𝐾] : Δ𝑔,𝑖 > 0}, respectively. We assume the optimal arm to commit, 𝐼∗𝑔, is unique, and we define

𝛾𝑔,𝑖 =

{
Δ𝑔,𝑖, 𝑖 ≠ 𝐼∗𝑔,

min 𝑗≠𝐼∗𝑔 Δ𝑔, 𝑗 , 𝑖 = 𝐼∗𝑔 .

With these definitions, we are ready to present the instance-dependent regret upper bound of Algorithm RAEC.

PROPOSITION 1. For large 𝑁 and 𝑇 − 𝑁 , and 𝜀 ∈ (0,1), let 𝐿 = ⌈log2(1/𝜀)⌉, and 𝐵𝜀 = min{𝑁,𝐾𝑚𝑔,𝐿}. If

𝐾𝑚𝑔,𝐿 ≤ 𝑁 , the regret of Algorithm RAEC is bounded as follows:

REG[𝑁,𝑇] =𝑂
(∑︁

𝑖∈S 𝑓
Δ 𝑓 ,𝑖 max

{
log(𝑇 − 𝑁)

max{𝛾𝑔,𝑖, 𝜀}2
,

log𝑁
Δ2
𝑓 ,𝑖

}
+ (𝑇 − 𝑁) max

𝑖:Δ𝑔,𝑖≤2𝜀
Δ𝑔,𝑖 +

𝐾𝐿

𝑇 − 𝑁 +
𝐾𝐵𝜀𝐿

(𝑇 − 𝑁)2

)
.

(4)

Proof Sketch of Proposition 1. We now describe a proof sketch of Proposition 1, which consists of three main

steps.

Step 1. We first upper bound the standard part, the expected regret incurred in Stage II, denoted by REG1 [𝑁],
of the arm elimination process for the reward function 𝑓 (namely, eliminating arms from the active arm sets

A 𝑓 ,ℓ) from epoch 1 to 𝐿̃ ≜ min{ℓ :𝑚 𝑓 ,ℓ ≥ 𝑁}. See below Lemma 1.

LEMMA 1. REG1 [𝑁] =𝑂
(∑

𝑖∈S 𝑓
log(𝑁 )
Δ 𝑓 ,𝑖

)
.

Step 2. We next upper bound the expected regret, REG2 [𝑁], of the arm elimination process for the reward

function 𝑔 (namely, eliminating arms from the active arm setsA𝑔,ℓ). We note that to bound the regret incurred

by pulling arms in the active arm setA𝑔,ℓ , it essentially reduces to upper-bounding the expected total number

of rounds used to pull the arms in the set A𝑔,ℓ . See below Lemma 2.

LEMMA 2. REG2 [𝑁] =𝑂
(∑

𝑖∈S 𝑓
Δ 𝑓 ,𝑖 log(𝑇−𝑁 )
max{𝛾𝑔,𝑖 , 𝜀}2

+ 𝐾𝐵𝜀𝐿

(𝑇−𝑁 )2

)
.

Step 3. Finally, we upper bound the expected regret, denoted by REG3 [𝑁], incurred in the commitment phase.

See Lemma 3.

LEMMA 3. REG3 [𝑁,𝑇] =𝑂
(
(𝑇 − 𝑁)max𝑖:Δ𝑔,𝑖≤2𝜀 Δ𝑔,𝑖 + 𝐾𝐿

𝑇−𝑁

)
.

Summing REG1 [𝑁], REG2 [𝑁], and REG3 [𝑁,𝑇] completes the proof. □

For 𝜀 < 1 chosen as in Theorem 1, we have 𝐾𝑚𝑔,𝐿 ≤ 16𝐾 log(𝑇−𝑁 )
𝜀2 ≤ 𝑁 . Thus, the reserved epochs for Stage

I exploration can be completed. If 𝜀 ≥ 1, Stage I is skipped. In the regime that we consider where both 𝑁

and 𝑇 − 𝑁 are large and much bigger than 𝐾 , we actually always have 𝜀 < 1. For a fixed instance, suppose

𝑇 − 𝑁 →∞ and log(𝑇 − 𝑁)/𝑁 → 0 (in particular, the latter holds when 𝑁 = Ω(poly(𝑇))). Then, 𝜀 will

vanish to zero. Eventually, 2𝜀 is below every positive commitment gap, so the term (𝑇 − 𝑁)max𝑖:Δ𝑔,𝑖≤2𝜀 Δ𝑔,𝑖
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in Eqn. (4) is zero. Moreover, we notice that 𝐿 = 𝑂 (log(𝑇 − 𝑁)) and 𝐵𝜀 ≤ 16(𝐾 log(𝑇 − 𝑁))1/3(𝑇 − 𝑁)2/3.

Therefore, the terms 𝐾𝐿
𝑇−𝑁 and 𝐾𝐵𝜀𝐿

(𝑇−𝑁 )2 in Eqn. (4) also vanish. With a unique 𝑔-optimal arm 𝐼∗𝑔, for a sufficiently

long horizon 𝑇 , Eqn. (4) becomes

REG[𝑁,𝑇 | I] =𝑂
(∑︁

𝑖∈S 𝑓
Δ 𝑓 ,𝑖 max

{
log(𝑇 − 𝑁)

𝛾2
𝑔,𝑖

,
log𝑁
Δ2
𝑓 ,𝑖

})
+ 𝑜(1) . (5)

5. The Regret Lower Bound

In this section, we present an instance-dependent information lower bound and a minimax lower bound that

matches the upper bound of Algorithm RAEC.

We first introduce some definitions that will be useful for our analysis. Recall that I = (𝜈 𝑗)𝐾𝑗=1 ∈ E. For

𝑖 ∈ S 𝑓 and 𝑗 ∈ S𝑔, respectively, define

𝑑 𝑓 ,𝑖 = inf𝜈′
𝑖
∈V

{
𝐷 (𝜈𝑖 , 𝜈′𝑖) : E𝑜∼𝜈′

𝑖
[ 𝑓 (𝑜)] > 𝜇∗𝑓

}
, 𝑑𝑔, 𝑗 = inf𝜈′

𝑗
∈V

{
𝐷 (𝜈 𝑗 , 𝜈′𝑗) : E𝑜∼𝜈′

𝑗
[𝑔(𝑜)] > 𝜇∗𝑔

}
.

Here, 𝐷 (·, ·) represents KL-divergence, 𝑑 𝑓 , 𝑗 (𝑑𝑔, 𝑗) characterizes how much arm 𝑗’s outcome distribution 𝜈 𝑗
needs to be modified so that arm 𝑗’s expected 𝑓 (𝑔) reward exceeds that of the 𝑓 -optimal (𝑔-optimal) arm. For

the commitment-optimal arm 𝐼∗𝑔, we also define

𝑑𝑔,𝐼∗𝑔 = inf𝜈′
𝐼∗𝑔
∈V

{
𝐷 (𝜈𝐼∗𝑔 , 𝜈

′
𝐼∗𝑔
) : E𝑜∼𝜈′

𝐼∗𝑔
[𝑔(𝑜)] <max

𝑗≠𝐼∗𝑔
𝜇𝑔, 𝑗

}
.

Then, to derive a nontrivial instance-dependent regret lower bound, we need to specify the family of policies that

we investigate. Conventionally, we define the family of consistent policies, which rules out policies like guessing

policies that may perform extremely well in certain instances. Following the spirit of consistent policies defined

in the standard 𝐾-armed bandit setting, we extend the definition to our problem with modifications.

DEFINITION 1 (CONSISTENT POLICY). A policy 𝜋 is called consistent over a class of bandits E if for all

I ∈ E, arm permutation 𝜎, and 𝑝 > 0, it holds that

lim
𝑇−𝑁→∞

REGexp [𝑁 | I]
𝑁 𝑝

= 0 , lim
𝑇−𝑁→∞

REGcom [𝑇 − 𝑁 | I]
(𝑇 − 𝑁) 𝑝 = 0 , REGcom [𝑇 − 𝑁 | I] = REGcom [𝑇 − 𝑁 | 𝜎(I)] ,

where REGexp [𝑁 | I] and REGcom [𝑇 − 𝑁 | I] represent the expected cumulative regret of the experiment

phase and the commitment phase, respectively.

Recall that we have assumed 𝑁 =Ω(poly(𝑇)), so the regime where 𝑇 −𝑁 goes to infinity implies both 𝑁 and

𝑇 grow to infinity. The last condition REGcom [𝑇 − 𝑁 | I] = REGcom [𝑇 − 𝑁 | 𝜎(I)] says that the algorithm

should result in the same expected regret for the commitment phase if we simply permute the arms’ identities,

i.e., the policy is symmetric under arm permutation.

THEOREM 2 (Instance-dependent lower bound). Given an instance I ∈ E, the regret of every policy con-

sistent over E satisfies the following asymptotic lower bound as 𝑇 − 𝑁→∞:

REG[𝑁,𝑇 | I] =Ω

(∑︁
𝑖∈S 𝑓

max
{

log(𝑁)
𝑑 𝑓 ,𝑖

,
log(𝑇 − 𝑁)

𝑑𝑔,𝑖

}
Δ 𝑓 ,𝑖

)
.
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For a unique commitment optimum, this lower bound matches the gap and horizon dependence of Eqn. (5)

up to constants whenever 𝑑 𝑓 ,𝑖 =Θ(Δ2
𝑓 ,𝑖
) and 𝑑𝑔,𝑖 =Θ(𝛾2

𝑔,𝑖
) for 𝑖 ∈ S 𝑓 , with constants independent of the gaps.

This holds, for example, for independent Bernoulli reward coordinates with means bounded away from zero

and one. Our analysis can be extended to sub-Gaussian distributed rewards, in which case the matching results

can be extended to more general distributions, including Gaussian.

Furthermore, using a different instance construction and analysis, we derive the following instance-

independent regret lower bound (i.e., minimax lower bound). Let Ecoord ⊆ E be the fixed subclass in which

𝑂 = [0,1]2, 𝑓 (𝑥, 𝑦) = 𝑥, 𝑔(𝑥, 𝑦) = 𝑦, and the two coordinates of every arm are independent Bernoulli random

variables with means in a fixed interval contained in (0,1).

THEOREM 3 (Instance-independent lower bound). For 𝐾 ≥ 4, we have

inf 𝜋 supI∈Ecoord
REG𝜋 [𝑁,𝑇 | I] =Ω

©­«
√√
𝐾 (𝑇 − 𝑁)2/3 ·max

{
(𝑇 − 𝑁)4/3, 𝐾 1/3𝑁

}
min

{
𝑁,𝐾

1/3(𝑇 − 𝑁)2/3
} ª®¬ .

Notice that since Ecoord ⊆ E, the above minimax lower bound also holds for inf 𝜋 supI∈E REG𝜋 [𝑁,𝑇 | I].

𝑁
0 𝑇

Ω

(√︃
𝐾𝑇2

𝑁

)
Ω

(
𝐾

1/3(𝑇 − 𝑁)2/3
)

Ω

(√
𝐾𝑇

)
I II III

Figure 2 Phase Transition of Minimax Lower Bound

Figure 2 depicts the phase transition of the instance-independent regret lower bound with respect to the

scale of 𝑁 . Regions I, II, and III are defined as follows: (𝑖). Region I: 𝑁 < 𝐾 1/3(𝑇 − 𝑁)2/3. (𝑖𝑖). Region II:

𝑁 ≥ 𝐾 1/3(𝑇 − 𝑁)2/3 and (𝑇 − 𝑁) ≥ 𝐾 1/4𝑇
3/4. (𝑖𝑖𝑖). Region III: (𝑇 − 𝑁) < 𝐾 1/4𝑇

3/4.

The instance-independent lower bound matches the upper bound of RAEC in Theorem 1. This is especially

noteworthy because our Algorithm RAEC allocates exploration effort for the commitment phase in a simple,

predetermined way rather than adaptively. This leads to a useful managerial implication for practitioners:

Reserving effort in advance to explore good arms for the long-term commitment is both easy to implement and

sufficient. More sophisticated and adaptive methods of allocating effort with the help of learning the instance

structure will not help much. Meanwhile, we notice that in a wide range of regimes (Region I and II), our

tight regret bound is significantly larger than a typical Ω
(√
𝐾𝑇

)
result. This implies that the presence of the

commitment phase and the reward shift makes the problem fundamentally more challenging than standard

bandit problems. As clarified in Section 6.1, such difficulty mainly comes from the reward shift.

We provide a proof sketch below for Theorem 3. At a high level, to prove the minimax lower bound, given

any policy, we construct two instances such that this policy will suffer a large regret in at least one of these two
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instances (see, e.g., Slivkins 2019, Lattimore and Szepesvári 2020). We first construct the following instance

I: for some positive constants 𝛼, 𝛿 𝑓 , 𝛿𝑔 (their values are specified in the proof),

𝜇 𝑓 ,𝑖 =


𝛼 + 𝛿 𝑓 , if 𝑖 = 1 ;
𝛼 , if 𝑖 ∈ [2, 𝐾/2] ;
0 , if 𝑖 ∈ [𝐾/2+ 1, 𝐾] ;

𝜇𝑔,𝑖 =

{
𝛿𝑔 , if 𝑖 = 𝐾/2+ 1 ;
0 , otherwise .

We group the first 𝐾/2 arms as arm group 𝐴 and the other half of arms as arm group 𝐵. Given a policy

𝜋, let EI [𝑇𝐴] and EI [𝑇𝐵] be the expected number of pulls distributed to group 𝐴 and 𝐵, respectively.

Clearly, EI [𝑇𝐴] +EI [𝑇𝐵] = 𝑁 . Let EI [𝑇𝑙] be policy 𝜋’s expected number of pulls of arm 𝑙. Then, we define

𝑖† ≜ arg min𝑙∈𝐴\{1} EI [𝑇𝑙] and 𝑗† = arg min𝑙∈𝐵\{𝐾/2+1} EI [𝑇𝑙]. Clearly,EI [𝑇𝑖†] ≤
EI[𝑇𝐴]
𝐾/2−1 andEI

[
𝑇𝑗†

]
≤ EI[𝑇𝐵 ]

𝐾/2−1 .

With these definitions, we define the instance I† as follows:

𝜇
†
𝑓 ,𝑖

=


𝛼 + 𝛿 𝑓 , if 𝑖 = 1 ;
𝛼 + 2𝛿 𝑓 , if 𝑖 = 𝑖† ;
𝛼 , if 𝑖 ∈ [2, 𝐾/2] \ {𝑖†} ;
0 , if 𝑖 ∈ [𝐾/2+ 1, 𝐾] ;

𝜇
†
𝑔,𝑖

=


𝛿𝑔 , if 𝑖 = 𝐾/2+ 1 ;
2𝛿𝑔 , if 𝑖 = 𝑗† ;
0 , otherwise .

We show that the policy 𝜋 would suffer a large regret either in instance I or in instance I†.

6. Extensions

In this section, we discuss two extensions of our basic model: (1) In the first extension, we consider the situation

when the decision-maker has access to more nuanced prior knowledge about the reward shift structure (i.e.,

the functional relationship between reward functions 𝑓 and 𝑔). One main insight from the previous basic

model is that, with the information from learning the instance structure, adaptively determining the effort

allocation between exploring the optimal arms in the experiment phase and the commitment phase will not

help much. However, we argue that prior knowledge of the reward shift structure can sometimes help. The key

is to identify the reward shift’s ranking-changing effect instead of focusing on its absolute value. (2) In the

second extension, we consider a generalized version of the basic model in which the decision-maker is allowed

to commit to a portfolio of arms. The reward in the commitment phase is a concave function of the portfolio’s

combined outcome. We argue that the effectiveness of the idea of predetermined effort allocation persists in

this general setting. Besides, a novel idea of the algorithm is that instead of calculating the optimal portfolio to

commit to based on the estimations of each arm, our algorithm commits to the empirical distribution induced

by the exploration execution path directly.

6.1. Improved Regret with Prior Knowledge on Reward Shift

In the basic model, we do not pose any assumptions on the relationship between reward functions 𝑓 (·) and

𝑔(·) except that both are bounded within [0,1]. Our algorithm RAEC predetermines the accuracy level 𝜀 that

we aim to achieve for the commitment phase. And, as we argued, adaptively determining the target accuracy
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level 𝜀 via learning the problem structure won’t help improve the asymptotic regret performance. However,

in certain applications, some prior knowledge of the reward shift structure is available. We use the following

tariff application as an example.

EXAMPLE 3 (TAX POLICY CHANGE EXAMPLE). Let 𝑜𝑡 ,𝐼𝑡 be the profit of a product 𝐼𝑡 , profit𝑡 ,𝐼𝑡 . Before

the tax policy change, all productions are tax-free. The new tax policy puts a common (1−𝑀) portion of the

tax, with some product-specific adjustments, tax-adjustment𝑡 ,𝐼𝑡 . Then, after the enactment of the new tax

policy, the profit of product 𝐼𝑡 has the form 𝑀 · profit𝑡 ,𝐼𝑡 + tax-adjustment𝑡 ,𝐼𝑡 .

As we demonstrate below, prior knowledge of the problem structure helps. Motivated by the example, we

consider the following functional relationship between 𝑓 (·) and 𝑔(·).

DEFINITION 2 (PERTURBED AFFINE RELATIONSHIP). Reward functions 𝑓 and 𝑔 exhibit a perturbed affine

relationship if there exists a constant 𝑀 ≥ 0 and a noise function 𝛿(·) :𝑂→ [ −𝐷/2, 𝐷/2] for some 𝐷 ≥ 0, namely,

𝑔(𝑜) =𝑀 · 𝑓 (𝑜) + 𝛿(𝑜) for 𝑜 ∈𝑂.

Intuitively, 𝑀 · 𝑓 (·) is a ranking-preserving mapping, i.e., the arms’ mean reward ranking remains the same

as under 𝑓 (·) after multiplying by 𝑀 . On the other hand, 𝛿 could be ranking-changing. We can tune RAEC

based on the knowledge of 𝑀 and 𝐷 as well as 𝐾, 𝑁 , and 𝑇 .

Both 𝑀 and 𝛿 can significantly shift the value of a treatment, but we argue that the size of 𝐷 is significantly

more important than the size of 𝑀. In particular, for constant 𝑀 > 0 and 𝐷 = 0, the regret of RAEC is upper

bounded by

REG[𝑁,𝑇] =


𝑂

(
√
𝐾𝑁 + (𝑇 − 𝑁)

√︂
𝐾

𝑁

)
, for 𝑁 ≤𝑀 (𝑇 − 𝑁) ,

𝑂

(√
𝐾𝑁 +

√︁
𝐾 (𝑇 − 𝑁)

)
, for 𝑁 > 𝑀 (𝑇 − 𝑁) .

For example, in the balanced regime for 𝑁 = 𝑀
1+𝑀 · 𝑇 , the upper bound becomes 𝑂

(√
𝐾𝑇

)
, which becomes

the familiar bound of the standard multi-armed bandit problem. Specifically, if 𝑀 = 1 and 𝐷 = 0, there is

no reward shift; the regret upper bound remains almost the same except that the threshold for the two cases

becomes 𝑁 = 𝑇/2. On the other hand, if the constant 𝐷 > 0, the problem is fundamentally no different from

the basic model without the perturbation structural information, and the regret of RAEC is upper-bounded by

the same bound derived in the basic model. As we can see, although both positive constants 𝑀 and 𝐷 can lead

to constant reward shift for each option, their impacts on the problem structure are fundamentally different.

The managerial takeaway is that specifying the ranking-changing effect is much more important than focusing

on the absolute value of the reward shifts (the detailed analysis is deferred to Appendix EC.4.1).

6.2. Generalized Concave Commitment Reward

Recall our motivation setting where a firm has a short-term payoff of the accumulated profit, while due to policy

environment changes, the long-term goal is to find a business solution that balances profitability and other
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factors like average quality, aggregated environmental impact across all product lines, average supply chain

resilience over time, etc. We provide a practical example for such a situation in Example EC.4 in Appendix

EC.1.

Unlike the basic model, due to the nonlinearity of the reward function for the commitment phase, the

optimal commitment could be a combination of arms instead of a single arm. In this extension, the firm is

allowed to commit to a portfolio of candidate solutions for the commitment phase. A portfolio of candidate

solutions means an action plan for deploying each candidate solution in the commitment phase. This means

the action for each period in the commitment phase could be different, but is determined at the beginning

of the commitment phase. We consider the case where the portfolio’s commitment phase payoff is Lipschitz

concave, defined in the outcome space. For example, the long-run performance is linear in profit minus the

convex increasing penalty of environmental impact (i.e., the marginal penalty increases as the environmental

impact grows). Formally, we formulate the decision-maker’s problem as follows,

max
𝜋

E

[∑︁𝑁

𝑡=1
𝑓 (𝑜𝑡 ,𝐼𝑡 ) + (𝑇 − 𝑁) · 𝑔

(∑𝑇
𝑡=𝑁+1 𝑜𝑡 ,𝐼𝑡
𝑇 − 𝑁

)]
, (6)

where 𝐼𝑁+1 to 𝐼𝑇 are committed at the beginning of the commitment phase. We require 𝑂 to be a compact

space in this extension. For simplicity, we assume𝑂 = [0,1]𝑑 , where 𝑑 is the dimension of the outcome space.

And, for any 𝑜1, 𝑜2 ∈𝑂, |𝑔(𝑜1) − 𝑔(𝑜2) | ≤ 𝐿𝑔 · ∥𝑜1 − 𝑜2∥ for some Lipschitz constant 𝐿𝑔.

First, we argue that our basic problem in Eqn. (1) is a special case of problem in Eqn. (6). To see this, let 𝑔

be an affine function, then we return to the formulation of Eqn. (1) except that in the basic problem in Eqn. (1),

the decision-maker can only commit to one arm for the commitment phase. However, notice that if we allow

the decision-maker to commit to a portfolio of arms in Eqn. (1), the optimal decision of the benchmark is still

committing to the single best arm in the commitment phase. What might make the optimal decision to commit

to a nontrivial portfolio is the nonlinearity of 𝑔 in Eqn. (6).

Now, we have demonstrated the formulation in Eqn. (6) is an extension of the basic model formulation,

but the analysis later relies on the mild assumption that 𝑂 is compact. According to Agrawal and Devanur

(2014), the normalized per-period reward of the commitment phase can be upper bounded by OPT𝑔 =

max𝒑∈Δ( [𝐾 ] ) 𝑔
(∑𝐾

𝑖=1 𝑝𝑖 ·E𝑜∼𝜈𝑖 [𝑜]
)

due to concavity. Therefore, we consider the following definition of regret,

REG𝜋 [𝑁,𝑇] =
∑︁

𝑡∈[𝑁 ]

(
E
[
𝑓 (𝑜𝑡 ,𝐼∗

𝑓
)
]
−E

[
𝑓 (𝑜𝑡 ,𝐼𝑡 )

] )
+ (𝑇 − 𝑁) ·

(
OPT𝑔 −E

[
𝑔

(∑𝑇
𝑡=𝑁+1 𝑜𝑡 ,𝐼𝑡
𝑇 − 𝑁

)])
.

Challenges. Unlike the basic model, where the optimal commitment strategy is to commit to the single optimal

arm for the commitment phase and the reserved exploration can be devoted to identifying the optimal arm to

commit, with a concave commitment objective function, exploration effort should be distributed more evenly

across all arms in order to identify the optimal portfolio.
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Intuitions of ROSCOC. Following the spirit of RAEC algorithm, we propose the reserved online stochastic

convex optimization for commitment algorithm (ROSCOC), where we still reserve a certain amount of time
for pure exploration. However, instead of applying the arm elimination technique during the reserved periods,
we apply the well-established online stochastic convex optimization algorithm. Unlike the arm elimination
method, which identifies the optimal arm for the commitment phase, online stochastic convex optimization
only generates an execution path in the experiment phase. The challenge is how to relate this execution path
to the portfolio of arms to commit.

Instead of calculating the optimal arm portfolio for the commitment phase based on historical estimates of
each arm’s outcome vector, the novel idea of ROSCOC is to use the execution path to approximate the ideal
arm portfolio directly. Following this idea, we generate the action plan for the commitment phase by uniformly
sampling from the execution path. In other words, the algorithm would commit to the empirical distribution
induced by the execution path of the algorithm during the reserved exploration periods. And, we show that
this method is optimal in some sense. For details, please refer to the pseudo-code of Algorithm ROSCOC in
Algorithm 2 in the appendix. The main result is summarized as follows:

THEOREM 4. The regret of Algorithm ROSCOC has the form

REG[𝑁,𝑇] =𝑂
(
𝑇 · 𝐿𝑔

√︂
𝐾𝑑

𝑁
+
√
𝐾𝑁 + 𝐿2/3

𝑔 𝐾
1/3𝑑

1/3(𝑇 − 𝑁)2/3
)
,

where ROSCOC reserves 𝜏 = min
{
𝑁, 𝐿

2/3
𝑔 𝐾

1/3𝑑
1/3(𝑇 − 𝑁)2/3 log(𝑇 − 𝑁)1/3

}
periods to exploration for commit-

ment.

When 𝐿𝑔 and 𝑑 are constants, the regret bound stated in Theorem 4 essentially reduces to the regret bound

derived in Theorem 1:𝑂
(√︂

𝐾 (𝑇−𝑁 ) 2/3 ·max{ (𝑇−𝑁 ) 4/3,𝐾 1/3𝑁}
min{𝑁,𝐾 1/3 (𝑇−𝑁 ) 2/3}

)
. On the other hand, since the concave-reward model

is a generalization of the basic model Eqn. (1), we know that the minimax lower bound in Theorem 3 also
applies to the portfolio commitment class.

In summary, although the general model appears to be much more challenging, we find that the effectiveness
of predetermined effort allocation of exploration for the commitment phase still applies in the more general
setting. The execution path of the online stochastic convex optimization algorithm is a good enough proxy for
the optimal portfolio in the commitment phase. With the help of these algorithmic design techniques, we show
that the general problem is not fundamentally harder than the basic model.

7. Experiments

In this section, we complement our theory with three numerical experiments. The first two experiments focus
on the baseline post-commitment reward-shift model: we first examine whether RAEC exhibits the schedule-
dependent regret scaling predicted by Theorem 1 (see Section 7.1), and then compare RAEC with a UCB-style
baseline (see Section 7.2). The third experiment, reported in Section 7.3, evaluates ROSCOC against a UCB-
style portfolio baseline in the generalized concave commitment setting of Section 6.2. All reported regrets are
Monte Carlo averages over independent replications.
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7.1. Hard-Instance Scaling for RAEC

Our first experiment examines the horizon-scaling behavior of algorithm RAEC on hard instances motivated

by the minimax lower-bound construction. The purpose of this experiment is not to recover the exact constants

hidden in the theoretical bounds, but rather to test whether the empirical growth rate of total regret changes

with the commitment schedule in the way predicted by Theorem 1. Since the theoretical rates are stated up to

logarithmic factors and multiplicative constants, the relevant comparison in this experiment is the slope of the

regret curve on a log-log scale.4

Experiment settings. We fix the number of arms 𝐾 = 4 and evaluate five commitment schedules:

𝑁 = ⌊𝑇1/2⌋, 𝑁 = ⌊𝑇2/3⌋, 𝑁 = ⌊𝑇/4⌋, 𝑁 = ⌊𝑇 − 𝑇3/4⌋, and 𝑁 = ⌊𝑇 − 𝑇1/2⌋. The horizon grid is 𝑇 ∈

{500,1000, 2500,5000,10000,15000,20000}. These five schedules cover the three regimes in our regret char-

acterization. The schedule 𝑁 = ⌊𝑇1/2⌋ corresponds to the short-experiment regime, where the theory predicts

regret of order
√︁
𝐾𝑇2/𝑁 , which gives a 𝑇3/4-type scaling when 𝐾 is fixed and 𝑁 = 𝑇1/2. The schedules

𝑁 = ⌊𝑇2/3⌋ and 𝑁 = ⌊𝑇/4⌋ lie in the boundary/balanced regimes, where the leading rate is 𝐾1/3(𝑇 −𝑁)2/3, cor-

responding to a 𝑇2/3-type scaling when 𝐾 is fixed. The schedules 𝑁 = ⌊𝑇 −𝑇3/4⌋ and 𝑁 = ⌊𝑇 −𝑇1/2⌋ represent

late-commitment regimes. For the schedule 𝑁 = ⌊𝑇 −𝑇3/4⌋, the balanced-regime rate gives (𝑇 −𝑁)2/3 =𝑇1/2.

For the schedule 𝑁 = ⌊𝑇 −𝑇1/2⌋, the short-commitment rate gives the same 𝑇1/2-type scaling.

For each pair (𝑁,𝑇), we use schedule-specific Bernoulli instances that follow the spirit of the hard-instance

construction in the proof of Theorem 3. The experiment-phase mean vector is denoted by 𝜇 𝑓 , and the

commitment-phase mean vector is denoted by 𝜇𝑔.

• For the commitment schedule 𝑁 = ⌊𝑇1/2⌋, the mean vectors are

𝜇 𝑓 = (0.45+Δ 𝑓 , 0.45, 0, 0) , 𝜇𝑔 = (0.45, 0.45, 0.45+Δ𝑔, 0.45) ,

where the gap parameters are Δ 𝑓 = Δ𝑔 = 0.5
√︁
𝐾/𝑁 .

• For the commitment schedules 𝑁 = ⌊𝑇2/3⌋ and 𝑁 = ⌊𝑇/4⌋, the mean vectors are

𝜇 𝑓 = (0.55, 0.535, 0.49, 0.49) , 𝜇𝑔 = (0.02, 0.02, 0.55+Δ𝑔, 0.55) ,

where the commitment-phase gap parameter is Δ𝑔 = 0.3(𝐾/(𝑇 − 𝑁))1/3.

• For the commitment schedules 𝑁 = ⌊𝑇 −𝑇3/4⌋ and 𝑁 = ⌊𝑇 −𝑇1/2⌋, the mean vectors are

𝜇 𝑓 = (0.45+Δ 𝑓 , 0.45, 0, 0) , 𝜇𝑔 = (0, 0, 2Δ𝑔, Δ𝑔) ,

where the gap parameters are Δ 𝑓 = 2
√︁
𝐾/𝑁 and Δ𝑔 =

√︁
𝐾/(𝑇 − 𝑁).

4 Throughout this section, log denotes the natural logarithm, with base 𝑒.
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Each pull generates phase-specific Bernoulli reward observations with the corresponding means, so that the

learner can update empirical estimates for both the 𝑓 - and 𝑔-rewards, as in the baseline model. The short-

experiment schedule emphasizes the difficulty of identifying a good commitment arm, with the commitment-

phase gap Δ𝑔 shrinking at the order of
√︁
𝐾/𝑁 . The balanced schedules use the commitment-phase gap Δ𝑔

shrinking at the order of (𝐾/(𝑇 − 𝑁))1/3. The late-commitment schedules emphasize the standard bandit

component in the experiment phase, with the experiment-phase gap Δ 𝑓 shrinking at the order of
√︁
𝐾/𝑁 .

The implementation of RAEC is as follows. The Stage-I target pull count 𝑚𝑔,ℓ denotes the target total

number of pulls for each remaining arm after epoch ℓ during the arm-elimination process for the commitment-

phase reward. For the commitment schedule 𝑁 = ⌊𝑇1/2⌋, we implement the exact RAEC algorithm defined in

Algorithm 1. For the other four commitment schedules, we use a constant adjustment in Stage I: in each Stage-I

epoch, the target pull count is set to (1/10)𝑚𝑔,ℓ instead of 𝑚𝑔,ℓ . This adjustment only changes the constant

factor in the reserved commitment exploration and avoids overly conservative finite-horizon exploration

induced by the concentration constants. The Stage-II arm-elimination process for the experiment-phase reward

is always implemented exactly as in Algorithm 1. For commitment, the algorithm commits to the empirically

optimal arm, which does not improve minimax performance but performs better empirically.

Experiment results. For each schedule and horizon length, we run RAEC independently for 1500 replications

and compute the mean total regret, denoted by 𝑅̄𝑇 . Figure 3 reports log 𝑅̄𝑇 against log𝑇 . In each panel, the

solid curve is the empirical log mean regret. The dashed curve, labeled “Scaled theory,” is the theoretical

rate predicted by Table 1 after the same vertical normalization. The dotted curve, labeled “Slope fit,” is an

unconstrained empirical log-log regression line.

We now describe those two reference curves more explicitly. For each schedule 𝑠, the schedule-specific

theoretical rate is denoted by 𝑟𝑠 (𝑇), which is defined as

𝑟𝑠 (𝑇) =


√︁
𝐾𝑇2/𝑁 (𝑇) , if 𝑁 (𝑇) = ⌊𝑇1/2⌋ ,

𝐾1/3(𝑇 − 𝑁 (𝑇))2/3 , if 𝑁 (𝑇) = ⌊𝑇2/3⌋ or ⌊𝑇/4⌋ ,
√
𝐾𝑇 , if 𝑁 (𝑇) = ⌊𝑇 −𝑇3/4⌋ or ⌊𝑇 −𝑇1/2⌋ .

Because the theoretical result is stated in Θ̃(·) form, the multiplicative constant in front of 𝑟𝑠 (𝑇) is not

pinned down. Therefore, for each schedule 𝑠, we choose a scaling constant, denoted by 𝑐𝑠, so that the scaled

theory curve passes through the last empirical point at 𝑇max = 20000. That is, log (𝑐𝑠𝑟𝑠 (𝑇max)) = log 𝑅̄𝑇max .

Equivalently, the scaling constant is 𝑐𝑠 = 𝑅̄𝑇max/𝑟𝑠 (𝑇max). The dashed curve in Figure 3 is then log(𝑐𝑠𝑟𝑠 (𝑇)).

This construction removes irrelevant level differences caused by constants and focuses the comparison on the

slope of the theoretical rate.

For example, consider the panel with the commitment schedule 𝑁 = ⌊𝑇2/3⌋. Since the number of arms 𝐾 is

fixed, Table 1 predicts a regret rate of order Θ̃(𝑇2/3). Thus, the corresponding scaled theory curve is a straight



Jiang, Tang, and Zhang: Experimentation and Commitment under Reward Shifts
24

line with slope 2/3 in the log-log plot. A visual calculation using the two plotted points around 𝑇 = 1000 and

𝑇 = 20000 gives an empirical slope close to

5− 3
log(20000/1000) ≈ 0.667 ≈ 2

3
.

The scaled theory curve is obtained by translating this slope-2/3 line vertically so that it crosses the empirical

point at 𝑇 = 20000. The same construction is applied to the other schedules. The theoretical slopes are 3/4,

2/3, 1/2, and 1/2 for the schedules 𝑁 = ⌊𝑇1/2⌋, 𝑁 = ⌊𝑇/4⌋, 𝑁 = ⌊𝑇 −𝑇3/4⌋, and 𝑁 = ⌊𝑇 −𝑇1/2⌋, respectively.

500
1000

2500
5000

10000
15000

20000

4

5

6

𝑇 (log scale)

lo
g
𝑅
𝑇

𝑁 = ⌊𝑇1/2 ⌋

Empirical
Scaled theory
Slope fit

500
1000

2500
5000

10000
15000

20000

3

4

5

𝑇 (log scale)

lo
g
𝑅
𝑇

𝑁 = ⌊𝑇2/3 ⌋

500
1000

2500
5000

10000
15000

20000

3

4

5

𝑇 (log scale)

lo
g
𝑅
𝑇

𝑁 = ⌊𝑇/4⌋

500
1000

2500
5000

10000
15000

20000

5

5.5

6

6.5

𝑇 (log scale)

lo
g
𝑅
𝑇

𝑁 = ⌊𝑇 − 𝑇3/4 ⌋

500
1000

2500
5000

10000
15000

20000

5

5.5

6

6.5

𝑇 (log scale)

lo
g
𝑅
𝑇

𝑁 = ⌊𝑇 − 𝑇1/2 ⌋

Figure 3 Log-log regret curves for RAEC under five commitment schedules, each evaluated on its schedule-specific retained hard

case. Each panel shows the empirical log mean regret, the scaled theory curve, and the fitted empirical slope.

The dotted “Slope fit” curve is constructed independently from the theoretical prediction. For each schedule

𝑠, we regress the empirical log mean regret on the log horizon as follows: log 𝑅̄𝑇 = 𝑎𝑠 + 𝑏𝑠 log𝑇 + 𝜉𝑇 where

𝜉𝑇 is the regression residual. This regression uses the seven plotted horizons. The fitted line 𝑎𝑠 + 𝑏𝑠 log𝑇 is

plotted as the dotted curve, and the fitted coefficient 𝑏𝑠 is the empirical scaling exponent. Thus, the comparison

between the dotted curve and the dashed curve provides a direct visual check of whether the empirical scaling

exponent is close to the theoretical exponent.

Figure 3 verifies the analysis validity of Theorem 1. Within each panel, the empirical curve is close to the

scaled theory curve over most of the plotted horizons, especially for longer horizons. Since the scaled theory

curve is allowed only a vertical shift, this closeness indicates that the empirical growth rate is close to the

theoretical growth rate. Moreover, the fitted empirical slope is nearly parallel to the scaled theory curve in most

panels, which further suggests that the empirical exponent is close to the predicted exponent. Across panels,

the slopes flatten in the direction predicted by the theory: regret grows fastest under the schedule 𝑁 = ⌊𝑇1/2⌋,
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consistent with the𝑇3/4-type short-experiment scaling; the balanced schedules exhibit flatter𝑇2/3-type scaling;

and the late-commitment schedules flatten further toward 𝑇1/2-type scaling. The finite-horizon deviations at

the smallest values of 𝑇 are expected, because the theory is asymptotic and suppresses logarithmic factors and

constants.

7.2. RAEC versus a UCB-Style Baseline

Our second experiment compares RAEC with a natural UCB-style baseline in a representative balanced-regime

instance (i.e., Region II in the basic model).

Experiment settings. The length of the experiment phase is 𝑁 = ⌊𝑇/4⌋, and the time horizon varies over

𝑇 ∈ {500,1000,2000,4000,10000,15000,20000}. The number of arms is fixed at𝐾 = 4. For each time horizon

𝑇 , the experiment-phase mean vector 𝜇 𝑓 and the commitment-phase mean vector 𝜇𝑔 are

𝜇 𝑓 = (0.8, 0.77, 0.2, 0.2) , 𝜇𝑔 = (0.2, 0.2, 0.55+Δ𝑔 (𝑇), 0.55) ,

where the commitment-phase gap is Δ𝑔 (𝑇) = 0.4√
log𝑁

= 0.4√
log( ⌊𝑇/4⌋ )

. This instance is designed to separate the

experiment-phase and commitment-phase objectives. Arms 1 and 2 are attractive under the experiment-phase

reward 𝑓 , while arms 3 and 4 are much less attractive during experimentation but are the two best arms under

the commitment-phase reward 𝑔. Among these two better arms to commit, arm 3 is the 𝑔-optimal arm, and arm

4 is the second-best arm to commit with gap Δ𝑔 (𝑇). Thus, a policy that focuses primarily on experiment-phase

regret minimization may undersample the two arms that are most relevant to the commitment decision.

The UCB-style baseline operates as follows. During the experiment phase, it applies the standard UCB

rule using the experiment-phase reward. After each arm has been pulled once, the UCB index UCB 𝑓

𝑖,𝑡
of arm

𝑖 ∈ [𝐾] in period 𝑡 ∈ [𝑁] is

UCB 𝑓

𝑖,𝑡
= 𝜇̂ 𝑓 ,𝑖,𝑡 +

√︄
2 log(𝑡)
𝑛𝑖,𝑡

,

where the experiment-phase empirical mean 𝜇̂ 𝑓 ,𝑖,𝑡 is arm 𝑖’s empirical mean reward for the experiment phase

up to period 𝑡, and the pull count 𝑛𝑖,𝑡 is the number of times arm 𝑖 has been pulled up to period 𝑡. At the same

time, because every pulled outcome can also be evaluated under the commitment-phase reward function, the

baseline keeps track of the commitment-phase empirical mean 𝜇̂𝑔,𝑖,𝑡 for every arm 𝑖. At the commitment date,

the baseline commits to the arm with the largest commitment-phase empirical mean, i.e., arg max𝑖∈[𝐾 ] 𝜇̂𝑔,𝑖,𝑁 .

For RAEC, we use the same two-stage structure as in Algorithm 1, but with a constant speedup adjustment

to avoid overly conservative exploration at the plotted horizons. In particular, during Stage I, the sampling

length of each 𝑔-elimination epoch is set to (1/25)𝑚𝑔,ℓ , and during Stage II, the sampling length of each

𝑓 -elimination epoch is set to (1/10)𝑚 𝑓 ,ℓ . These constant factors affect only the finite-sample implementation

and preserve the intended structure of RAEC: Stage I reserves exploration for the commitment-phase reward,
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Figure 4 Mean total regret of RAEC and the UCB baseline. RAEC exhibits a long-horizon mean-regret advantage.

while Stage II focuses on experiment-phase regret minimization. The final comparison uses 2500 independent

replications for each time horizon 𝑇 .

Experiment results. Figure 4 reports the mean total regret of RAEC and the UCB baseline. The shaded area

represents the 95% confidence intervals. The figure shows a clear long-horizon advantage for RAEC. At short

horizons, RAEC pays an additional exploration cost because it deliberately reserves part of the experiment

phase to learn the commitment-phase reward. As the horizon grows, however, the commitment phase becomes

more important, and the benefit of making a more accurate post-commitment decision dominates this early

exploration cost. As a result, the mean total regret of RAEC grows more slowly than that of the UCB baseline.

The observed pattern is also consistent with our theoretical analysis. In this instance, arms 3 and 4 are

substantially suboptimal under the experiment-phase reward 𝑓 . A standard UCB policy therefore pulls each of

these 𝑓 -suboptimal arms for only𝑂 (log𝑁) times. Consequently, the commitment-phase empirical comparison

between arms 3 and 4 is based on only 𝑂 (log𝑁) samples per arm. The 𝑔-reward gap between these two arms

satisfies Δ𝑔 (𝑇) =𝑂 (1/
√︁

log𝑁). This gap is of the same order as the statistical noise in the empirical 𝑔-mean

estimates after 𝑂 (log𝑁) samples. Thus, this amount of sampling is not enough to drive the probability of

confusing arms 3 and 4 to zero. Therefore, the UCB baseline can commit to the 𝑔-suboptimal arm 4 with a

non-negligible probability.

When this miscommitment occurs, the per-period commitment loss is Δ𝑔 (𝑇). The resulting commitment

regret is therefore on the order of (𝑇 −𝑁)Δ𝑔 (𝑇) =𝑂 ((𝑇 −𝑁)/
√︁

log𝑁). For the schedule 𝑁 = ⌊𝑇/4⌋, this term

is of order𝑂 (𝑇/
√︁

log𝑇). This growth is substantially larger than the𝑂 (𝑇2/3) regret rate that RAEC can attain

in the balanced regime. This explains the increasing performance gap in Figure 4: the UCB baseline performs

well for experiment-phase reward collection, but it does not allocate enough samples to accurately distinguish

the two best commitment arms. RAEC incurs short-term exploration costs, but its reserved commitment-phase

exploration reduces the probability of a costly long-run commitment error.
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7.3. Concave Commitment Reward

Our third experiment evaluates the generalized concave commitment model in Section 6.2.

Experiment settings. We compare ROSCOC with a UCB-style portfolio baseline, which we call UCB-

Portfolio. The length of the experiment phase is 𝑁 = ⌊𝑇/4⌋, and the time horizon varies over 𝑇 ∈
{500,1000,2000,4000,10000,15000,20000}. The number of arms is fixed at 𝐾 = 5.

The experiment-phase rewards are Bernoulli random variables. The experiment-phase mean vector 𝜇 𝑓 is

𝜇 𝑓 =

(
0.55+

Δ 𝑓

2
, 0.55−

Δ 𝑓

2
, 0.16, 0.08, 0.02

)
,

where the experiment-phase gap Δ 𝑓 is Δ 𝑓 = 1/
√
𝑁 . Thus, arms 1 and 2 are the most attractive arms in the

experiment phase, while arms 3, 4, and 5 are substantially suboptimal under the short-run reward 𝑓 .

For the commitment phase, each arm 𝑖 ∈ [𝐾] is associated with an intrinsic three-dimensional outcome

vector 𝑜𝑖 = (𝑜𝑖1, 𝑜𝑖2, 𝑜𝑖3)⊤. When arm 𝑖 is pulled during the experiment phase, the learner observes a realized

outcome vector whose coordinates are independent Bernoulli random variables with mean vector 𝑜𝑖. The

intrinsic outcome vectors are

𝑜1 = (0.90, 0.18, 0.34)⊤ , 𝑜2 = (0.08, 0.90, 0.32)⊤ , 𝑜3 = (0.08, 0.64, 0.18)⊤,

𝑜4 = (0.60, 0.10, 0.18)⊤ , 𝑜5 = (0.28, 0.72, 0.18)⊤ .

The normalized reward for the commitment phase has the quadratic form 𝑔(𝑜) = −20 · (𝑜− 𝒄)⊤𝐴(𝑜− 𝒄), where

the target vector 𝒄 is 𝒄 = (0.33, 0.54, 0.18)⊤, and the matrix 𝐴 is

𝐴 =


2.8 2.3 0
2.3 2.6 0
0 0 0.75

 .
By construction, the target vector 𝒄 satisfies 𝒄 ≈ 0.18𝑜3 + 0.27𝑜4 + 0.55𝑜5. Thus, the optimal commitment

portfolio assigns weights approximately 0.18, 0.27, and 0.55 to arms 3, 4, and 5, respectively, and assigns zero

weight to arms 1 and 2. This construction creates a conflict between the short-run and long-run objectives:

the arms that are most useful for the commitment portfolio are the arms that appear unattractive during the

experiment phase.

The UCB-Portfolio baseline operates as follows. During the experiment phase, it applies the standard UCB

rule using the experiment-phase reward 𝑓 , as described in Section 7.2. At the same time, it records the realized

outcome vectors from the arms it pulls and uses these observations to estimate each intrinsic outcome vector.

The empirical mean outcome vector of arm 𝑖 at the end of the experiment phase is denoted by 𝑜𝑖,𝑁 . At the

commitment date, UCB-Portfolio computes the estimated optimal commitment portfolio 𝒙̂UCB
𝑁 by solving

𝒙̂UCB
𝑁 ∈ arg max𝒙∈Δ( [𝐾 ] ) − (𝑜(𝒙) − 𝒄)⊤ 𝐴 (𝑜(𝒙) − 𝒄) ,
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where the probability simplex Δ( [𝐾]) is Δ( [𝐾]) = {𝒙 ∈ R𝐾+ :
∑𝐾
𝑖=1 𝑥𝑖 = 1} and the estimated portfolio outcome

𝑜(𝒙) is 𝑜(𝒙) =∑
𝑖∈[𝐾 ] 𝑥𝑖 ·𝑜𝑖,𝑁 . The baseline then uses this estimated portfolio in the commitment phase. Thus,

UCB-Portfolio’s limitation is that the experiment-phase sampling rule is driven by the short-run reward 𝑓 ,

rather than by the need to estimate the commitment-relevant outcome vectors.

For ROSCOC, we use the reserved exploration structure described in Section 6.2. To avoid excessive finite-

sample exploration at the plotted horizons, we use 0.3 · 𝜏 as the Stage-I length, where 𝜏 is the theoretical

Stage-I budget in Theorem 4. In Stage II, we use (1/10)𝑚 𝑓 ,ℓ as the sampling length of each arm-elimination

epoch. These constant adjustments preserve the main structure of ROSCOC: Stage I learns a good commitment

portfolio through reserved exploration, while Stage II controls experiment-phase regret. The comparison uses

200 independent replications for each time horizon 𝑇 .

Experiment results. Figure 5 reports the mean total regret of ROSCOC and UCB-Portfolio. The shaded areas

represent the 95% confidence intervals. ROSCOC has lower mean total regret at every plotted horizon, and

the gap increases as 𝑇 grows. In particular, the regret of UCB-Portfolio grows nearly linearly over longer

horizons, while the growth of ROSCOC is substantially slower. This pattern is consistent with the theoretical

message of Section 6.2: even in the generalized concave commitment setting, a predetermined reservation of

exploration effort remains effective.

The reason for the performance difference is similar to that in the previous experiment, but now the

commitment decision is on a portfolio rather than a single arm. In this instance, arms 3, 4, and 5 are

highly suboptimal under the experiment-phase reward 𝑓 , but they are exactly the arms that form the optimal

commitment portfolio. A UCB policy that focuses on the experiment-phase reward pulls each of these 𝑓 -

suboptimal arms only on the order of log𝑁 times. As a result, the empirical outcome vectors 𝑜3,𝑁 , 𝑜4,𝑁 ,

and 𝑜5,𝑁 have coordinate-wise estimation errors on the order of 𝑂
(
1/

√︁
log𝑁

)
. These errors then enter the

quadratic portfolio optimization problem used at the commitment date. Since the commitment payoff depends

on the distance between the realized portfolio outcome and the target vector 𝒄, inaccurate estimates of the

commitment-relevant arms can lead to a poorly chosen portfolio. The worst-case commitment regret is on the

order of 𝑂
(
(𝑇 − 𝑁)/

√︁
log𝑁

)
. For the schedule 𝑁 = ⌊𝑇/4⌋, this scale becomes 𝑂

(
𝑇/

√︁
log𝑇

)
. This growth is

substantially worse than the 𝑂
(
𝑇2/3) regret rate that ROSCOC can attain in the balanced regime.

This comparison explains the increasing gap in Figure 5. UCB-Portfolio spends most of its experiment-

phase samples on arms that are good for short-run reward collection, but these samples are not the most useful

for estimating the long-run optimal portfolio. Similar to RAEC, ROSCOC pays a predetermined exploration

cost to learn the commitment-phase reward structure, and this investment leads to a more accurate portfolio

choice and lower long-horizon regret.

8. Conclusion

We study adaptive experimentation with post-commitment reward shifts, motivated by operational settings

in which actions that perform well before an anticipated environmental change may be poorly suited for
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Figure 5 Mean total regret of ROSCOC and the UCB-Portfolio baseline. ROSCOC exhibits a long-horizon mean-regret advantage

in the concave commitment setting.

the subsequent long-run commitment. For the baseline model, we develop RAEC, a simple algorithm that

reserves a predetermined portion of the experiment phase for identifying a good commitment arm while using

the remaining rounds to control short-run regret. We derive regret guarantees across all parameter regimes

and establish matching information-theoretic lower bounds, yielding a tight characterization of the cost of

balancing short-term performance and long-term commitment. A central implication is that predetermined

effort allocation is sufficient at the level of minimax regret, while more sophisticated adaptive allocation based

on the learned instance structure cannot improve the leading regret rate. We also study two extensions. With

structural knowledge of reward shifts, we show that ranking changes matter more than shift magnitudes. For

concave commitment rewards, ROSCOC converts its reserved exploration path directly into a commitment

portfolio and achieves the same regret order as RAEC under mild assumptions. Numerical experiments support

the predicted scaling and demonstrate long-horizon gains over UCB-style baselines.

Interesting future research questions include algorithm design when the commitment time is exogenously

given but remains unknown (i.e., 𝑁 is unknown) to the decision-maker or when reward functions 𝑓 and 𝑔

admit more fine-grained structural relationships, etc.
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Sébastien Bubeck, Rémi Munos, and Gilles Stoltz. Pure exploration in finitely-armed and continuous-armed bandits.

Theoretical Computer Science, 412(19):1832–1852, 2011.
Loc Bui, Ramesh Johari, and Shie Mannor. Committing bandits. Advances in Neural Information Processing Systems,

24, 2011.
Alexandra Carpentier and Andrea Locatelli. Tight (lower) bounds for the fixed budget best arm identification bandit

problem. In Conference on Learning Theory, pages 590–604. PMLR, 2016.
Jiecao Chen, Xi Chen, Qin Zhang, and Yuan Zhou. Adaptive multiple-arm identification. In International Conference

on Machine Learning, pages 722–730. PMLR, 2017.
Ningyuan Chen, Chun Wang, and Longlin Wang. Learning and optimization with seasonal patterns. Operations Research,

73(2):894–909, 2025.
Xi Chen, Yining Wang, and Yu-Xiang Wang. Nonstationary stochastic optimization under 𝑙𝑝,𝑞-variation measures.

Operations Research, 67(6):1752–1765, 2019.
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EC.1. Additional Real-world Examples

EXAMPLE EC.1 (MANUFACTURING SUPPLY CHAIN EXAMPLES). In manufacturing contexts, state-level

regulations limiting gas vehicle development, scheduled enactment of carbon tariffs, and other environmental

regulations put automobile manufacturers in a similar position (see Blenkinsop 2025). The profitability of

different car models can be impacted quite differently depending on their carbon emission volumes. In some

industrial contexts, such as the semiconductor industry, export restrictions led by geopolitical tensions force

firms in key supply chains to explore substitute solutions before they lose access to critical components or

technology (see The Economist 2024). Different supply chains can be impacted differently depending on

their resilience to those export restrictions. As another example, consider manufacturing firms that would

experience per-unit cost reduction after mass production launches. The mass production facilities often start

construction long before the experiments and trial production end. Some production plans may enjoy more

cost reduction than others during mass production. For example, products with cost structures weighted more

towards manufacturing expenses can benefit more from automation, learning curve effects, and other factors.

Importantly, firms in manufacturing supply chains typically reserve a portion of their operating capacity for

experiments during the grace period, after which mass production of substitutes or transitions of business

structures across all capacities must roll out.

EXAMPLE EC.2 (THE MANUFACTURING SUPPLY CHAIN EXAMPLES (CONTINUED)). One treatment

𝐼𝑡 ∈ [𝐾] could represent one new production plan. The length of the experiment phase 𝑁 is the length

of the grace period before the enactment of carbon tariffs, export restrictions, cost reduction due to mass

production, or some other policy environment shifts. The length of the commitment phase 𝑇 − 𝑁 is the

market life of one generation of product. The commitment date is marked by the enactment of the carbon

tariffs, export restrictions, full production capacity transition, and so on. The random outcome 𝑜𝑡 ,𝐼𝑡 consists

of two attributes, e.g., (revenue𝑡 ,𝐼𝑡 ,carbon-emission𝑡 ,𝐼𝑡 ) or (revenue𝑡 ,𝐼𝑡 ,risky-supplier𝑡 ,𝐼𝑡 ). revenue𝑡 ,𝐼𝑡
is a random variable, while carbon-emission𝑡 ,𝐼𝑡 = carbon-emission𝐼𝑡 records the carbon emission volume

and risky-supplier𝑡 ,𝐼𝑡 = risky-supplier𝐼𝑡 ∈ {0,1} takes binary values indicating whether the production

involves risky suppliers, and are constants for a given treatment 𝐼𝑡 . Before the commitment, the reward

function is again simply 𝑓 (𝑜𝑡 ,𝐼𝑡 ) = revenue𝑡 ,𝐼𝑡 . After the enactment of the carbon tariffs, the reward function

can have the form 𝑔(𝑜𝑡 ,𝐼𝑡 ) = revenue𝑡 ,𝐼𝑡 − carbon-emission𝐼𝑡 . Or, after the enactment of export restrictions,

the reward function can have the form 𝑔(𝑜𝑡 ,𝐼𝑡 ) =
(
1− risky-supplier𝐼𝑡

)
· revenue𝑡 ,𝐼𝑡 .

EXAMPLE EC.3 (ADAPTIVE CLINICAL TRIAL EXAMPLES). The FDA’s guidance highlights the application

of adaptive experiments in clinical trials (FDA 2019, Sections II.A and V.E). Typically, the experiment recruits

𝑁 patients in advance and treats them sequentially. The researchers can adaptively choose a treatment for each

patient based on the outcomes observed from previously treated patients. When the trial ends, the researchers

select the treatment judged to be the best for future production. However, the researchers also care about the
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aggregated welfare of all the patients participating in the trial. Therefore, the objective can be a Lagrangian

summation of the treated patients’ welfare and the goodness of the final selection. Those two parts of the

objective may not always be aligned, since, from a commercial perspective, the “goodness” of the final selection

may involve factors not related to patients’ welfare, such as production cost.

EXAMPLE EC.4 (CARBON EMISSION EXAMPLE). Continuing the carbon emission example introduced in

Example EC.2. The random outcome 𝑜𝑡 ,𝐼𝑡 still consists of two attributes, (revenue𝑡 ,𝐼𝑡 ,carbon-emission𝑡 ,𝐼𝑡 ).
Now, after the enactment of certain carbon tax policies, the carbon tax is a convex increasing function of the

total emission over a long monitored period, the commitment phase. For example, the total reward for the

commitment phase has the form
∑𝑇
𝑡=𝑁+1 revenue𝑡 ,𝐼𝑡 − tax

(∑𝑇
𝑡=𝑁+1 carbon-emission𝑡 ,𝐼𝑡

)
. Here, tax (·) is

a convex increasing function, which makes the total reward for the commitment phase a concave function.

And due to reasons like long-term strategic planning requirements, or the inflexibility of mass-production line

construction and operations, the firm needs to commit to a production plan that may involve a portfolio of

products, with each product taking a specific, committed portion of total capacity.

EC.2. Missing Proofs in Section 4

Proof for Lemma 1. Let 𝐿̃ = min{ℓ : 𝑚 𝑓 ,ℓ ≥ 𝑁} be the largest possible epoch index involved before the

experiment cap 𝑁 is reached. We recall that 𝐼∗
𝑓
∈ [𝐾] denotes the true optimal arm of the experiment phase. We

first consider the event that all empirical means used by the arm-elimination process for the reward function

𝑓 are accurate. In particular, let

G 𝑓 =
{��𝜇̂ 𝑓 ,𝑖,ℓ − 𝜇 𝑓 ,𝑖 �� ≤ Δ̃ℓ

2
, for every empirical mean computed before the experiment cap 𝑁

}
.

Here, 𝜇̂ 𝑓 ,𝑖,ℓ is the average of the first 𝑚 𝑓 ,ℓ rewards observed from arm 𝑖. We start from setting 𝑚 𝑓 ,ℓ =
𝛼 log(𝑁 )

Δ̃2
ℓ

,

where 𝛼 is a tuning parameter that we will pick later. Then, Azuma’s inequality gives

P

(��𝜇̂ 𝑓 ,𝑖,ℓ − 𝜇 𝑓 ,𝑖 �� > Δ̃ℓ

2

)
≤ 2 exp

(
−
𝑚 𝑓 ,ℓΔ̃

2
ℓ

2

)
=

2
𝑁𝛼/2

.

Therefore, by a union bound, we have

P
(
G𝑐𝑓

)
≤ 2𝐾𝐿̃
𝑁𝛼/2

.

Conditional on event G 𝑓 , arm 𝐼∗
𝑓

is never eliminated. This is due to the fact that for any active arm 𝑖 in epoch

ℓ, 𝜇̂ 𝑓 ,𝑖,ℓ − 𝜇̂ 𝑓 ,𝐼∗
𝑓
,ℓ ≤ 𝜇 𝑓 ,𝑖 − 𝜇∗𝑓 + Δ̃ℓ ≤ Δ̃ℓ . For every 𝑖 ∈ S 𝑓 , define 𝐿 𝑓

𝑖
= min

{
ℓ : Δ̃ℓ ≤ Δ 𝑓 ,𝑖/4

}
. If epoch 𝐿 𝑓

𝑖
is

completed, then on event G 𝑓 , we have 𝜇̂
𝑓 ,𝐼∗

𝑓
,𝐿
𝑓

𝑖

− 𝜇̂
𝑓 ,𝑖,𝐿

𝑓

𝑖

≥ Δ 𝑓 ,𝑖 − Δ̃𝐿 𝑓
𝑖

> Δ̃
𝐿
𝑓

𝑖

, and hence arm 𝑖 is eliminated

after this epoch. If the experiment cap 𝑁 is reached before this epoch is completed, the number of pulls

charged to the arm-elimination process for arm 𝑖 is no larger than 𝑚
𝑓 ,𝐿

𝑓

𝑖

. Thus, the following argument also

covers the cases in which arm 𝑖 remains active until the experiment cap 𝑁 . Since Δ̃
𝐿
𝑓

𝑖

> Δ 𝑓 ,𝑖/8, we have

𝑚
𝑓 ,𝐿

𝑓

𝑖

≤ 64𝛼 log(𝑁 )
Δ2
𝑓 ,𝑖

. On the complement event G𝑐
𝑓
, the regret is trivially bounded by 𝑁 .
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Combining the above bounds, we have

REG1 [𝑁] ≤
∑︁

𝑖∈S 𝑓
Δ 𝑓 ,𝑖𝑚 𝑓 ,𝐿

𝑓

𝑖

+ 𝑁P
(
G𝑐𝑓

)
=𝑂

(∑︁
𝑖∈S 𝑓

log(𝑁)
Δ 𝑓 ,𝑖

+ 𝐾𝐿̃

𝑁𝛼/2−1

)
=𝑂

(∑︁
𝑖∈S 𝑓

log(𝑁)
Δ 𝑓 ,𝑖

)
,

where the last equality holds for 𝛼 = 4, 𝐿̃ =𝑂 (log(𝑁)), and 𝐾/𝑁 =𝑂 (1). □

Proof for Lemma 2. For each arm and each ℓ ≤ 𝐿, consider the average of its first 𝑚𝑔,ℓ = 𝛽 log(𝑇−𝑁 )
Δ̃2
ℓ

observa-

tions. Analogous to the proof for Lemma 1, let G𝑔 be the event that all these averages are within Δ̃ℓ/2 of their

means. Since the rewards lie in [0,1], the concentration argument of Lemma 1, with 𝛽 = 4, bounds the failure

probability for each arm and epoch by 2 exp(−𝑚𝑔,ℓΔ̃2
ℓ
/2) = 2/(𝑇 − 𝑁)2. A union bound gives

P
(
G𝑐𝑔

)
≤ 2𝐾𝐿
(𝑇 − 𝑁)2

. (EC.1)

On every sample path, Stage I has length at most 𝐵𝜀 = min{𝑁,𝐾𝑚𝑔,𝐿}, therefore, the algorithm’s regret under

event G𝑐𝑔 is at most 𝐵𝜀 .

On the other hand, for G𝑔, we notice that the 𝑔−optimal arm is retained. This is because for any active arm

𝑗 at a completed epoch ℓ, 𝜇̂𝑔, 𝑗,ℓ − 𝜇̂𝑔,𝐼∗𝑔 ,ℓ ≤ 𝜇𝑔, 𝑗 − 𝜇∗𝑔 + Δ̃ℓ ≤ Δ̃ℓ . Use 𝛾𝑔,𝑖 as defined before Proposition 1, and

set 𝐿𝑔
𝑖
= min{ℓ ≥ 1 : Δ̃ℓ ≤ 𝛾𝑔,𝑖/4}. For a 𝑔-suboptimal arm 𝑖, we have 𝛾𝑔,𝑖 = Δ𝑔,𝑖 . If it is still active when epoch

𝐿
𝑔

𝑖
≤ 𝐿 is completed, then due to the definition of event G𝑔, we have

𝜇̂𝑔,𝐼∗𝑔 ,𝐿
𝑔

𝑖
− 𝜇̂𝑔,𝑖,𝐿𝑔

𝑖
≥ Δ𝑔,𝑖 − Δ̃𝐿𝑔

𝑖
> Δ̃𝐿𝑔

𝑖
,

so it is eliminated at the end of this epoch.

Since 𝐼∗𝑔 is unique, 𝛾𝑔,𝐼∗𝑔 > 0. At epoch 𝐿𝑔
𝐼∗𝑔

, every competitor 𝑗 ≠ 𝐼∗𝑔 has Δ𝑔, 𝑗 ≥ 𝛾𝑔,𝐼∗𝑔 ≥ 4Δ̃𝐿𝑔
𝐼∗𝑔

. Hence, if this

epoch is reached and completed, only 𝐼∗𝑔 remains. According to RAEC, in this case, the algorithm takes no

further Stage-I exploration. And the number of samples of 𝐼∗𝑔 in this last elimination epoch is 𝑚𝑔,𝐿𝑔
𝐼∗𝑔

.

Therefore, on event G𝑔, the number 𝑛I
𝑖

of Stage-I pulls of arm 𝑖 satisfies,

𝑛I
𝑖 ≤𝑚𝑔,min{𝐿𝑔

𝑖
,𝐿} ≤

256 log(𝑇 − 𝑁)
max{𝛾𝑔,𝑖 , 𝜀}2

.

As a sanity check, notice that Δ̃𝐿 ≥ 𝜀/2 gives 𝑚𝑔,𝐿 ≤ 16 log(𝑇 − 𝑁)/𝜀2. And the definition of 𝐿𝑔
𝑖

gives

Δ̃𝐿𝑔
𝑖
> 𝛾𝑔,𝑖/8, and hence 𝑚𝑔,𝐿𝑔

𝑖
≤ 256 log(𝑇 − 𝑁)/𝛾2

𝑔,𝑖
. Taking the smaller of these two bounds proves the

claim.

Finally, splitting the expectation over G𝑔 and G𝑐𝑔 gives

REG2 [𝑁] =
∑︁
𝑖∈S 𝑓

Δ 𝑓 ,𝑖E
[
𝑛I
𝑖

]
≤ 256

∑︁
𝑖∈S 𝑓

Δ 𝑓 ,𝑖 log(𝑇 − 𝑁)
max{𝛾𝑔,𝑖 , 𝜀}2

+ 𝐵𝜀P
(
G𝑐𝑔

)
=𝑂

©­«
∑︁
𝑖∈S 𝑓

Δ 𝑓 ,𝑖 log(𝑇 − 𝑁)
max{𝛾𝑔,𝑖, 𝜀}2

+ 𝐾𝐵𝜀𝐿

(𝑇 − 𝑁)2
ª®¬ ,

which proves the lemma. □
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Proof for Lemma 3. Use the event G𝑔 from Eqn. (EC.1). Feasibility guarantees that every reserved epoch can

be completed. If Stage I reaches a singleton on this event, that arm is commitment-optimal. Otherwise, an

optimal commitment arm remains active through epoch 𝐿. Every arm 𝑖 surviving the final elimination then

satisfies Δ𝑔,𝑖 ≤
(
𝜇̂𝑔,𝐼∗𝑔 ,𝐿 − 𝜇̂𝑔,𝑖,𝐿

)
+ Δ̃𝐿 ≤ 2Δ̃𝐿 ≤ 2𝜀. Thus regret on G𝑔 is bounded by (𝑇 −𝑁)max𝑖:Δ𝑔,𝑖≤2𝜀 Δ𝑔,𝑖 .

On its complement, commitment regret is at most 𝑇 − 𝑁 . Applying Eqn. (EC.1) gives

REG3 [𝑁,𝑇] ≤ (𝑇 − 𝑁) max
𝑖:Δ𝑔,𝑖≤2𝜀

Δ𝑔,𝑖 +
2𝐾𝐿
𝑇 − 𝑁 ,

as stated in the lemma. □

Proof of Proposition 1. Decompose regret into Stage II, Stage I, and commitment: REG[𝑁,𝑇] = REG1 [𝑁] +
REG2 [𝑁] +REG3 [𝑁,𝑇]. Apply Lemmas 1 to 3. Combining the two experiment-phase sums with 𝑎 + 𝑏 ≤
2 max{𝑎, 𝑏} yields Eqn. (4). The Stage-II failure term is absorbed in Lemma 1. The two remaining failure

terms are 𝑂 (𝐾𝐵𝜀𝐿/(𝑇 − 𝑁)2) and 𝑂 (𝐾𝐿/(𝑇 − 𝑁)).
For a fixed instance, the chosen 𝜀 tends to zero under the horizon conditions stated before Eqn. (5). Eventu-

ally 2𝜀 < 𝛾𝑔,𝐼∗𝑔 , so the sampling denominators in Eqn. (4) equal 𝛾2
𝑔,𝑖

. Moreover, 𝐿 =𝑂 (log(𝑇 − 𝑁)) and 𝐵𝜀 ≤
16(𝐾 log(𝑇 − 𝑁))1/3(𝑇 − 𝑁)2/3 imply that 𝐾𝐿

𝑇−𝑁 = 𝑂I
(

log(𝑇−𝑁 )
𝑇−𝑁

)
= 𝑜(1) and 𝐾𝐵𝜀𝐿

(𝑇−𝑁 )2 = 𝑂I
(

log4/3 (𝑇−𝑁 )
(𝑇−𝑁 )4/3

)
=

𝑜(1). This proves Eqn. (5). If 𝜀 ≥ 1, Stage I is skipped. Splitting the Stage-II sampling counts at gap√︁
𝐾 log𝑁/𝑁 , as detailed in the proof of Theorem 1 below, gives 𝑂 (

√︁
𝐾𝑁 log𝑁) experiment-phase regret.

Bounding each commitment-period loss by max𝑖∈[𝐾 ] Δ𝑔,𝑖 proves the separate bound in Proposition 1. □

THEOREM 1 (Regret upper bound). For 𝑁 > 1 and 𝑇 − 𝑁 > 1, choose the parameter

𝜀 = max

{
4
√︂
𝐾 log(𝑇 − 𝑁)

𝑁
,

(
𝐾 log(𝑇 − 𝑁)

𝑇 − 𝑁

)1/3
}
,

we have the following regret upper bound for Algorithm RAEC:

REG[𝑁,𝑇] =𝑂 ©­«
√√
𝐾 (𝑇 − 𝑁)2/3 ·max

{
(𝑇 − 𝑁)4/3, 𝐾 1/3𝑁

}
min

{
𝑁,𝐾

1/3(𝑇 − 𝑁)2/3
} ª®¬ .

Proof for Theorem 1. First suppose 𝜀 < 1. Since Δ̃𝐿 ≥ 𝜀/2, the choice in Theorem 1 implies that 𝐾𝑚𝑔,𝐿 ≤
16𝐾 log(𝑇−𝑁 )

𝜀2 ≤ 𝑁 . Thus every reserved epoch can be completed. Moreover, Stage I incurs at most 𝐵𝜀 ≤
16(𝐾 log(𝑇 − 𝑁))1/3(𝑇 − 𝑁)2/3 regret on every sample path.

For Stage II, split arms at gap 𝑑 =
√︁
𝐾 log𝑁/𝑁 . On G 𝑓 , pulls of arms with gap at most 𝑑 incur at most 𝑁𝑑

regret, while the other arms contribute at most 𝑂 (𝐾 log𝑁/𝑑) by the sampling-count argument in Lemma 1.

The failure contribution is𝑂 (𝐾 log𝑁/𝑁) and is absorbed into𝑂 (
√︁
𝐾𝑁 log𝑁) when 𝐾 ≤ 𝑁 . If 𝑑 > 1 or 𝐾 > 𝑁 ,

the trivial bound 𝑁 gives the same conclusion. This argument also applies when Stage I is skipped.

By Lemma 3, commitment regret is at most 2(𝑇 − 𝑁)𝜀 + 2𝐾𝐿/(𝑇 − 𝑁). Because 𝜀 ≥ (𝐾 log(𝑇 − 𝑁)/(𝑇 −
𝑁))1/3 and 𝜀 < 1, we have 𝐿 =𝑂 (log(𝑇 − 𝑁)) and 𝐾𝐿/(𝑇 − 𝑁) =𝑂 (1). Combining the three stages gives

REG[𝑁,𝑇] =𝑂
(√︁
𝐾𝑁 log𝑁 + (𝐾 log(𝑇 − 𝑁))1/3(𝑇 − 𝑁)2/3 + (𝑇 − 𝑁)

√︁
𝐾 log(𝑇 − 𝑁)/𝑁 + 1

)
. (EC.2)
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If 𝜀 ≥ 1, then 𝐿 = 0 and Stage I is skipped. Regret is at most the Stage-II bound plus 𝑇 − 𝑁 . The definition of

𝜀 implies

𝑇 − 𝑁 ≤ 4(𝑇 − 𝑁)
√︂
𝐾 log(𝑇 − 𝑁)

𝑁
+ (𝐾 log(𝑇 − 𝑁))1/3(𝑇 − 𝑁)2/3 .

Hence Eqn. (EC.2) also holds in this case. For 𝑇 −𝑁 ≤ 1, choosing 𝜀 = 1 gives the classical bandit bound plus

at most one.

Suppressing logarithmic factors, in the regime 𝐾 <min{𝑁,𝑇 − 𝑁}, Eqn. (EC.2) yields

REG[𝑁,𝑇] =𝑂 (𝑇
√︁
𝐾/𝑁), 𝑁 ≲ 𝐾1/3(𝑇 − 𝑁)2/3,

REG[𝑁,𝑇] =𝑂 (𝐾1/3(𝑇 − 𝑁)2/3), 𝑁 ≳ 𝐾1/3(𝑇 − 𝑁)2/3, 𝑇 − 𝑁 ≳ 𝐾1/4𝑁3/4,

REG[𝑁,𝑇] =𝑂 (
√
𝐾𝑇), 𝑇 − 𝑁 ≲ 𝐾1/4𝑁3/4.

It is straightforward to verify that the compact bound in the theorem statement is equivalent to the above. □

EC.3. Missing Proofs in Section 5

THEOREM 2 (Instance-dependent lower bound). Given an instance I ∈ E, the regret of every policy con-

sistent over E satisfies the following asymptotic lower bound as 𝑇 − 𝑁→∞:

REG[𝑁,𝑇 | I] =Ω

(∑︁
𝑖∈S 𝑓

max
{

log(𝑁)
𝑑 𝑓 ,𝑖

,
log(𝑇 − 𝑁)

𝑑𝑔,𝑖

}
Δ 𝑓 ,𝑖

)
.

Proof for Theorem 2. Consider an instance I = (𝜈 𝑗)𝐾𝑗=1 ∈ E, where pulling arm 𝑗 reveals an outcome realiza-

tion drawn from 𝜈 𝑗 . Let 𝑇𝑖 (𝑁) denote the number of times arm 𝑖 is pulled during the experiment phase. Fix an

arm 𝑖 ∈ S 𝑓 and an arbitrary 𝜀 > 0. By the definition of 𝑑 𝑓 ,𝑖, there exists 𝜈′
𝑖
∈V such that

𝐷 (𝜈𝑖 , 𝜈′𝑖) ≤ 𝑑 𝑓 ,𝑖 + 𝜀 and 𝜇′𝑓 ,𝑖 ≡ E𝑜∼𝜈′𝑖 [ 𝑓 (𝑜)] > 𝜇
∗
𝑓 .

Define the alternative instance I′= (𝜈′
𝑗
)𝐾
𝑗=1 by setting 𝜈′

𝑗
= 𝜈 𝑗 for 𝑗 ≠ 𝑖. Notice that changing 𝜈𝑖 may change

both induced 𝑓 and 𝑔 reward distributions of arm 𝑖. This does not affect the argument because the divergence

is calculated using the outcome samples observed by the policy. By the divergence decomposition lemma (see

Section 15.1 in Lattimore and Szepesvári 2020), we have

𝐷 (PI ,PI′) = EI [𝑇𝑖 (𝑁)] 𝐷 (𝜈𝑖 , 𝜈′𝑖) ≤ EI [𝑇𝑖 (𝑁)] (𝑑 𝑓 ,𝑖 + 𝜀) , (EC.3)

where PI and PI′ are the likelihoods of the observed outcomes and actions through the experiment phase.

Take the event 𝐴𝑖 = {𝑇𝑖 (𝑁) ≥ 𝑁/2}. Under I, every pull of arm 𝑖 incurs experiment-phase regret Δ 𝑓 ,𝑖. Under

I′, arm 𝑖 is optimal with respect to 𝑓 , and every pull of another arm incurs regret at least 𝜇′
𝑓 ,𝑖
− 𝜇∗

𝑓
. Therefore,

REGexp [𝑁 | I] +REGexp [𝑁 | I′] ≥
𝑁

2
min

{
Δ 𝑓 ,𝑖 , 𝜇

′
𝑓 ,𝑖 − 𝜇

∗
𝑓

} (
PI (𝐴𝑖) + PI′

(
𝐴𝑐𝑖

) )
≥ 𝑁

4
min

{
Δ 𝑓 ,𝑖 , 𝜇

′
𝑓 ,𝑖 − 𝜇

∗
𝑓

}
exp

(
−EI [𝑇𝑖 (𝑁)] (𝑑 𝑓 ,𝑖 + 𝜀)

)
,
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where the last inequality follows from the Bretagnolle-Huber inequality and Eqn. (EC.3). Taking logarithms

and using consistency over E gives

lim inf
𝑇−𝑁→∞

EI [𝑇𝑖 (𝑁)]
log(𝑁) ≥

1
𝑑 𝑓 ,𝑖 + 𝜀

.

Since 𝜀 > 0 is arbitrary, for every 𝑖 ∈ S 𝑓 , we have

lim inf
𝑇−𝑁→∞

EI [𝑇𝑖 (𝑁)]
log(𝑁) ≥

1
𝑑 𝑓 ,𝑖

.

Then, fix an arm 𝑖 ∈ S𝑔 and an arbitrary 𝜀 > 0. By the definition of 𝑑𝑔,𝑖 , choose a new alternative 𝜈′
𝑖
∈ V

such that 𝐷 (𝜈𝑖 , 𝜈′𝑖) ≤ 𝑑𝑔,𝑖 + 𝜀 and 𝜇′
𝑔,𝑖
≡ E𝑜∼𝜈′

𝑖
[𝑔(𝑜)] > 𝜇∗𝑔. Again define I′ by changing only the outcome

distribution of arm 𝑖. The divergence decomposition lemma gives

𝐷 (PI ,PI′) ≤ EI [𝑇𝑖 (𝑁)] (𝑑𝑔,𝑖 + 𝜀) .

Let 𝐵𝑖 = {𝐽𝑁 = 𝑖}. Under I, event 𝐵𝑖 incurs commitment regret (𝑇 − 𝑁)Δ𝑔,𝑖. Under I′, event 𝐵𝑐
𝑖

incurs

commitment regret at least (𝑇 − 𝑁) (𝜇′
𝑔,𝑖
− 𝜇∗𝑔). Thus,

REGcom [𝑇 − 𝑁 | I] +REGcom [𝑇 − 𝑁 | I′] ≥
𝑇 − 𝑁

2
min

{
Δ𝑔,𝑖 , 𝜇

′
𝑔,𝑖 − 𝜇∗𝑔

}
exp

(
−EI [𝑇𝑖 (𝑁)] (𝑑𝑔,𝑖 + 𝜀)

)
.

Taking logarithms, using consistency over E, and then letting 𝜀 go to 0 gives, for every 𝑖 ∈ S𝑔,

lim inf
𝑇−𝑁→∞

EI [𝑇𝑖 (𝑁)]
log(𝑇 − 𝑁) ≥

1
𝑑𝑔,𝑖

. (EC.4)

It remains to consider 𝑖 = 𝐼∗𝑔. Choose any admissible alternative 𝜈′
𝐼∗𝑔

such that 𝜇′
𝑔,𝐼∗𝑔

:= E𝑜∼𝜈′
𝐼∗𝑔
[𝑔(𝑜)] <

max 𝑗≠𝐼∗𝑔 𝜇𝑔, 𝑗 , and let I′ differ only in this arm. For the same event 𝐵𝐼∗𝑔 = {𝐽𝑁 = 𝐼∗𝑔}, the errors are now 𝐵𝑐
𝐼∗𝑔

underI and 𝐵𝐼∗𝑔 underI′. Their gaps are at least min 𝑗≠𝐼∗𝑔 Δ𝑔, 𝑗 and max 𝑗≠𝐼∗𝑔 𝜇𝑔, 𝑗 − 𝜇′𝑔,𝐼∗𝑔 , respectively. Applying

the same divergence decomposition and Bretagnolle–Huber inequality gives

REGcom [𝑇 − 𝑁 | I] +REGcom [𝑇 − 𝑁 | I′]

≥ 𝑇 − 𝑁
2

min
{
min
𝑗≠𝐼∗𝑔

Δ𝑔, 𝑗 ,max
𝑗≠𝐼∗𝑔

𝜇𝑔, 𝑗 − 𝜇′𝑔,𝐼∗𝑔

}
exp

(
−EI

[
𝑇𝐼∗𝑔 (𝑁)

]
𝐷 (𝜈𝐼∗𝑔 , 𝜈

′
𝐼∗𝑔
)
)
.

Taking logarithms and using the consistency definition therefore gives

lim inf
𝑇−𝑁→∞

EI
[
𝑇𝐼∗𝑔 (𝑁)

]
log(𝑇 − 𝑁) ≥

1
𝐷 (𝜈𝐼∗𝑔 , 𝜈′𝐼∗𝑔 )

.

Taking alternatives approaching the infimum extends Eqn. (EC.4) to 𝑖 = 𝐼∗𝑔 with the 𝑑𝑔,𝐼∗𝑔 .

Therefore, we prove that for every fixed 𝜂 > 0 and sufficiently large 𝑇 − 𝑁 ,

EI [𝑇𝑖 (𝑁)] ≥ (1− 𝜂)max
{

log(𝑁)
𝑑 𝑓 ,𝑖

,
log(𝑇 − 𝑁)

𝑑𝑔,𝑖

}
, 𝑖 ∈ S 𝑓 .

Finally, the total regret is at least the experiment-phase regret. Therefore,

REG[𝑁,𝑇 | I] ≥REGexp [𝑁 | I] =
∑︁

𝑖∈S 𝑓
EI [𝑇𝑖 (𝑁)] Δ 𝑓 ,𝑖 ≥ (1− 𝑜(1))

∑︁
𝑖∈S 𝑓

max
{

log(𝑁)
𝑑 𝑓 ,𝑖

,
log(𝑇 − 𝑁)

𝑑𝑔,𝑖

}
Δ 𝑓 ,𝑖 .

This proves Theorem 2. □
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THEOREM 3 (Instance-independent lower bound). For 𝐾 ≥ 4, we have

inf 𝜋 supI∈Ecoord
REG𝜋 [𝑁,𝑇 | I] =Ω

©­«
√√
𝐾 (𝑇 − 𝑁)2/3 ·max

{
(𝑇 − 𝑁)4/3, 𝐾 1/3𝑁

}
min

{
𝑁,𝐾

1/3(𝑇 − 𝑁)2/3
} ª®¬ .

Proof for Theorem 3. We prove the lower bound on the fixed class Ecoord in Theorem 3. Thus, every outcome

takes the form 𝑜 = (𝑥, 𝑦), the known reward functions are fixed as 𝑓 (𝑜) = 𝑥 and 𝑔(𝑜) = 𝑦, and the two coordinates

are independent Bernoulli random variables. The mean values below are written after subtracting a common

interior baseline (the constant baseline is used to guarantee that all the mean values are bounded away from the

0 and 1 boundary). Adding the same baseline to every arm leaves all gaps and regrets unchanged and ensures

that every Bernoulli mean remains in the fixed interval defining Ecoord. We consider an instance where in the

experiment phase, the mean reward vector has form 𝜇 𝑓 =
(
𝛼 + 𝛿 𝑓 , 𝛼, . . . , 𝛼,0, . . . ,0

)
where the last 𝐾/2 arms

have zero mean, and in the commitment phase, the mean reward vector has form 𝜇𝑔 =
(
0, . . . ,0, 𝛿𝑔,0, . . . ,0

)
where 𝛿𝑔 is on the 𝑘th arm’s position and 𝑘 ≡ 𝐾/2+ 1, 𝛼 is some positive constant. We group the first 𝐾/2
arms as arm group 𝐴 and the other half of the arms as arm group 𝐵. Given policy 𝜋, let EI [𝑇𝐴] and EI [𝑇𝐵]
be the expected number of pulls distributed to group 𝐴 and 𝐵, respectively. Clearly, EI [𝑇𝐴] + EI [𝑇𝐵] = 𝑁 .

Let EI [𝑇𝑙] be policy 𝜋’s expected number of pulls of arm 𝑙. Then, we define 𝑖† = arg min𝑙∈𝐴\{1} EI [𝑇𝑙] and

𝑗† = arg min𝑙∈𝐵\{𝑘} EI [𝑇𝑙]. Clearly, EI [𝑇𝑖†] ≤
EI[𝑇𝐴]
𝐾
2 −1 and EI

[
𝑇𝑗†

]
≤ EI[𝑇𝐵 ]

𝐾
2 −1 . Now, we construct an alternative

instance with 𝜇†
𝑓
=

(
𝛼 + 𝛿 𝑓 , 𝛼, . . . , 𝛼 + 2𝛿 𝑓 , . . . , 𝛼,0, . . . ,0

)
where arm 𝑖†’s position has value 𝛼 + 2𝛿 𝑓 , and

𝜇
†
𝑔 =

(
0, . . . ,0, 𝛿𝑔,0, . . . ,2𝛿𝑔, . . . ,0

)
where arm 𝑗†’s position has value 2𝛿𝑔. Parameters 𝛼, 𝛿 𝑓 and 𝛿𝑔 will be

specified shortly.

REG𝜋 [𝑁,𝑇 | I] +REG𝜋

[
𝑁,𝑇 | I†

]
≥ EI [𝑇𝐵] · 𝛼+EI† [𝑇𝐵] · 𝛼+ PI

(
𝑇1 ≤

𝑁

2

)
·
𝑁 · 𝛿 𝑓

2
+ PI†

(
𝑇1 >

𝑁

2

)
·
𝑁 · 𝛿 𝑓

2
+ PI (𝐽𝑁 ≠ 𝑘) · (𝑇 − 𝑁) · 𝛿𝑔 + PI† (𝐽𝑁 = 𝑘) · (𝑇 − 𝑁) · 𝛿𝑔

≥ EI [𝑇𝐵] · 𝛼+
𝑁 · 𝛿 𝑓

2
· 1

2
exp

(
−𝐷

(
PI ,PI†

) )
+ (𝑇 − 𝑁) · 𝛿𝑔 ·

1
2

exp
(
−𝐷

(
PI ,PI†

) )
= EI [𝑇𝐵] · 𝛼+

(
𝑁 · 𝛿 𝑓

2
+ (𝑇 − 𝑁) · 𝛿𝑔

)
· 1

2
exp

(
−EI [𝑇𝑖†] ·𝐷

(
𝛼, 𝛼 + 2𝛿 𝑓

)
−EI

[
𝑇𝑗†

]
·𝐷

(
0,2𝛿𝑔

) )
= Ω

(
EI [𝑇𝐵] +

(
𝑁 · 𝛿 𝑓 + (𝑇 − 𝑁) · 𝛿𝑔

)
· exp

(
−𝐶 · 𝑁 −EI [𝑇𝐵]

𝐾
· (𝛿 𝑓 )2 −

EI [𝑇𝐵]
𝐾

· (𝛿𝑔)2
))
, (EC.5)

where the second inequality again uses the Bretagnolle-Huber inequality, and the last asymptotic estimate

uses the fact that for many common distributions like Gaussian, 𝐷 (𝑎, 𝑏) ≈ (𝑎− 𝑏)2. And in the last equality 𝐶

is some constant. For some distributions like Bernoulli, we just need to raise 𝜇 𝑓 and 𝜇𝑔 up by a small constant

such that they are bounded away from 0 and 1, and we will again get 𝐷 (𝑎, 𝑏) ≈ (𝑎 − 𝑏)2. For Eqn. (EC.5),

we now keep EI [𝑇𝐵] ∈ [0, 𝑁] arbitrary and specify 𝛿 𝑓 and 𝛿𝑔 to derive lower bounds that hold uniformly for

every policy.
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First, let 𝛿 𝑓 = 0 and 𝛿𝑔 =
√︃
𝐾
𝑁

. Since EI [𝑇𝐵] ≤ 𝑁 , Eqn. (EC.5) gives

REG𝜋 [𝑁,𝑇 | I] +REG𝜋

[
𝑁,𝑇 | I†

]
=Ω

(
(𝑇 − 𝑁)

√︂
𝐾

𝑁
· exp

(
−EI [𝑇𝐵]

𝑁

))
=Ω

(√︂
𝐾 · (𝑇 − 𝑁)2

𝑁

)
.

Next, let 𝛿 𝑓 = 0 and 𝛿𝑔 =
(
𝐾

𝑇−𝑁
)1/3. Then Eqn. (EC.5) gives

REG𝜋 [𝑁,𝑇 | I] +REG𝜋

[
𝑁,𝑇 | I†

]
=Ω

(
EI [𝑇𝐵] +𝐾1/3(𝑇 − 𝑁)2/3 · exp

(
− EI [𝑇𝐵]
𝐾1/3(𝑇 − 𝑁)2/3

))
.

If EI [𝑇𝐵] ≥ 𝐾1/3(𝑇 − 𝑁)2/3, the first term gives a lower bound of Ω
(
𝐾1/3(𝑇 − 𝑁)2/3

)
. Otherwise, the expo-

nential term is at least a positive constant and gives the same lower bound. Therefore, uniformly for all EI [𝑇𝐵],
the sum of regrets in Eqn. (EC.5) is Ω

(
𝐾1/3(𝑇 − 𝑁)2/3

)
.

Finally, let 𝛿 𝑓 =
√︃
𝐾
𝑁

and 𝛿𝑔 = 0. Since 𝑁 −EI [𝑇𝐵] ≤ 𝑁 , we have

REG𝜋 [𝑁,𝑇 | I] +REG𝜋

[
𝑁,𝑇 | I†

]
=Ω

(√
𝐾𝑁 · exp

(
−𝑁 −EI [𝑇𝐵]

𝑁

))
=Ω

(√
𝐾𝑁

)
.

Therefore, we find that when 𝑁 < 𝐾1/3(𝑇 −𝑁)2/3, the instance-independent lower bound is Ω
(√︃

𝐾 · (𝑇−𝑁 )2
𝑁

)
.

When 𝑁 ≥ 𝐾1/3(𝑇 −𝑁)2/3, taking the worse of the last two hard instances gives the instance-independent lower

bound Ω
(
max

{
𝐾1/2𝑁1/2, 𝐾1/3(𝑇 − 𝑁)2/3

})
. When (𝑇 − 𝑁) ≥ 𝐾1/4𝑁3/4, the second term in the maximum

dominates; otherwise, the first term dominates.

In summary, the instance-independent lower bound has form Ω

(√︂
𝐾 (𝑇−𝑁 )2/3 ·max{ (𝑇−𝑁 )4/3,𝐾1/3𝑁}

min{𝑁,𝐾1/3 (𝑇−𝑁 )2/3}

)
. □

EC.4. Missing Proofs in Section 6

EC.4.1. Regret under a Perturbed Affine Relationship

For 𝑀 > 0, define the following accuracy parameters: 𝜀𝑁 = 8
√︃
𝐾 log(𝑇 )

𝑁
, 𝜀𝐵 =

(
𝐾 log(𝑇 )
𝑇−𝑁

)1/3
, 𝜀𝑀 =

√︃
𝐾 log(𝑇 )
𝑀 (𝑇−𝑁 ) ,

𝜀𝐷 =

(
𝐾𝐷 log(𝑇 )
𝑀 (𝑇−𝑁 )

)1/3
and 𝜀𝑆 = max{𝜀𝑀 , 𝜀𝐷}. Here, 𝜀𝑁 ensures completion of the stage I exploration of RAEC;

𝜀𝐵 balances the commitment regret against the exploration cost; 𝜀𝑀 and 𝜀𝐷 balance the commitment regret

against the cost induced by the ranking-preserving component 𝑀 𝑓 , and the cost induced by the ranking-

changing perturbation, respectively.

THEOREM EC.1 (Regret under a perturbed affine relationship). Suppose 𝑁 > 1 and 𝑇 −𝑁 > 1. For 𝑀 >

0, let 𝜀base be the target accuracy in Theorem 1, and set the target accuracy based on prior knowledge (denoted

by the subscript pk) to 𝜀pk = max{𝜀𝑁 ,min{𝜀𝐵, 𝜀𝑆}}. Then

REG[𝑁,𝑇] =𝑂
(
min{𝑅base, 𝑅cap, 𝑅pk}

)
,

where 𝑅base =
√︃
𝐾 (𝑇−𝑁 )2/3 max{ (𝑇−𝑁 )4/3,𝐾1/3𝑁 }

min{𝑁,𝐾1/3 (𝑇−𝑁 )2/3} , 𝑅cap =
√
𝐾𝑁 + (𝑇 −𝑁)min{𝑀 +𝐷,1}, and 𝑅pk =

√
𝐾𝑁 + (𝑇 −

𝑁)𝜀pk. The three candidate bounds hold for 𝜀 = 𝜀base, 1, and 𝜀pk, respectively. Choose the candidate with the

smallest expression before observing any outcomes. The baseline candidate uses Eqn. (3). For the candidate

𝑅pk, we set 𝑚𝑔,ℓ =
⌈

4 log(𝑇 )
Δ̃2
ℓ

⌉
, for ℓ ∈ [𝐿], with the Stage-II same as in Eqn. (3).
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Proof. We use the means and suboptimality gaps defined before Proposition 1. For every arm 𝑖, the perturbed

affine relationship implies that 𝑀Δ 𝑓 ,𝑖 − 𝐷 ≤ Δ𝑔,𝑖 ≤ 𝑀Δ 𝑓 ,𝑖 + 𝐷. Consequently, every commitment gap is at

most min{𝑀 +𝐷,1}. For 𝜀 = 1, there is no stage I exploration, the regret is upper bounded as follows,

REG[𝑁,𝑇] =𝑂
(√︁
𝐾𝑁 log𝑁 + (𝑇 − 𝑁)min{𝑀 +𝐷,1}

)
.

The baseline choice 𝜀 = 𝜀base leads to the regret upper bound in Theorem 1. These arguments also prove both

cases with 𝑀 = 0.

Now let 𝑀 > 0. For 𝜀𝑁 ≤ 𝜀 < 1, the Stage-I sampling targets for 𝑅pk give 𝐾𝑚𝑔,𝐿 ≤ 16𝐾 log(𝑇 )
𝜀2 + 𝐾 ≤

𝑁
4 + 𝐾 < 𝑁 . The last inequality follows from 𝐾 < 𝑁/(64 log(𝑇)) and log(𝑇) > 1. Thus stage I exploration

can be completed and 𝐵𝜀 ≤ 𝑁 . For 𝑚𝑔,ℓ = ⌈4 log(𝑇)/Δ̃2
ℓ
⌉, the concentration argument in Lemma 2 bounds

the estimation failure probability for each arm and epoch by 2/𝑇2. Taking a union bound over 𝐾 arms and

𝐿 epochs gives P
(
G𝑐𝑔

)
≤ 2𝐾𝐿/𝑇2. The resulting Stage-I and commitment failure contributions are at most

2𝐾𝐿𝐵𝜀/𝑇2 and 2𝐾𝐿 (𝑇 − 𝑁)/𝑇2, respectively. Here, to exploit the perturbed affine relationship, we bound

Stage-I regret on G𝑔 and G𝑐𝑔 separately.

For the Stage-I pull count 𝑛I
𝑖

used in the proof of Lemma 2, every commitment-optimal arm satisfies

𝑛I
𝑖
≤ 𝑚𝑔,𝐿 ≤ 16 log(𝑇 )

𝜀2 + 1, because Stage I ends after at most 𝐿 epochs and Δ̃𝐿 ≥ 𝜀/2. On G𝑔, commitment-

optimal arms are never eliminated. Every commitment-suboptimal arm 𝑖 is eliminated by the end of epoch

𝐿
𝑔

𝑖
from the proof of Lemma 2, provided that epoch is reached, since Δ̃𝐿𝑔

𝑖
≤ Δ𝑔,𝑖/4. If 𝐿𝑔

𝑖
> 𝐿, Stage I

ends first. Hence 𝑛I
𝑖
≤ 𝑚𝑔,min{𝐿𝑔

𝑖
,𝐿} ≤

256 log(𝑇 )
max{Δ𝑔,𝑖 , 𝜀}2

+ 1. Since Δ𝑔,𝑖 = 0 for the 𝑔-optimal arm, both cases give

𝑛I
𝑖
=𝑂 (log(𝑇)/max{Δ𝑔,𝑖, 𝜀}2) on G𝑔. Moreover, every arm remaining in A𝑔,𝐿+1 has Δ𝑔,𝑖 ≤ 2Δ̃𝐿 ≤ 2𝜀 on this

event, by the argument in Lemma 3. Combining these bounds with the Stage-II bound in Lemma 1, we have

REG[𝑁,𝑇] =𝑂
( ∑︁
𝑖∈S 𝑓

Δ 𝑓 ,𝑖 max

{
log(𝑇)

max{Δ𝑔,𝑖, 𝜀}2
,

log𝑁
Δ2
𝑓 ,𝑖

}
+ (𝑇 − 𝑁) max

𝑖:Δ𝑔,𝑖≤2𝜀
Δ𝑔,𝑖 +

𝐾𝐿 (𝑇 − 𝑁 + 𝐵𝜀)
𝑇2

)
.

For Stage-II, we split arms at gap
√︁
𝐾 log𝑁/𝑁 as in the proof of Theorem 1, which leads to𝑂 (

√︁
𝐾𝑁 log𝑁)

regret. On G𝑔, the Stage-I contribution is bounded using Δ 𝑓 ,𝑖 ≤ 1 and

Δ 𝑓 ,𝑖

max{Δ𝑔,𝑖 , 𝜀}2
≤

Δ𝑔,𝑖 +𝐷
𝑀max{Δ𝑔,𝑖 , 𝜀}2

≤ 𝜀 +𝐷
𝑀𝜀2 .

Combining these bounds with the experiment cap and the commitment bound, we get

REG[𝑁,𝑇] =𝑂
(√︁
𝐾𝑁 log𝑁 + (𝑇 − 𝑁)𝜀 +min

{
𝑁,
𝐾 log(𝑇)
𝜀2 ,

𝐾 log(𝑇) (𝜀 +𝐷)
𝑀𝜀2

}
+ 𝐾𝐿 (𝑇 − 𝑁 + 𝐵𝜀)

𝑇2

)
.

Notice that 𝐿 =𝑂 (log𝑁),𝐾 < 𝑁/(64 log(𝑇)) and 𝐵𝜀 ≤ 𝑁 , we know 𝐾𝐿 (𝑇−𝑁+𝐵𝜀 )
𝑇2 ≤ 𝐾𝐿

𝑇
=𝑂

(
𝑁 log𝑁
𝑇 log(𝑇 )

)
=𝑂 (1),

which is absorbed by the Stage-II bound.

Set 𝜀 = 𝜀pk < 1. If 𝜀𝐵 ≤ 𝜀𝑆 , then

𝐾 log(𝑇)
𝜀2

pk
≤ (𝑇 − 𝑁)𝜀𝐵 ≤ (𝑇 − 𝑁)𝜀pk .
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If 𝜀𝑆 < 𝜀𝐵, then 𝜀pk ≥ 𝜀𝑆 ≥max{𝜀𝑀 , 𝜀𝐷}, and

𝐾 log(𝑇)
𝑀𝜀pk

+ 𝐾𝐷 log(𝑇)
𝑀𝜀2

pk
≤ 2(𝑇 − 𝑁)𝜀pk .

Both cases give 𝑂 (
√︁
𝐾𝑁 log𝑁 + (𝑇 − 𝑁)𝜀pk) regret. If 𝜀pk ≥ 1, Stage I is skipped, and commitment regret is

at most 𝑇 − 𝑁 ≤ (𝑇 − 𝑁)𝜀pk, giving the same bound. Thus choosing 𝜀 for the smallest corresponding regret

expression in advance proves the theorem. □

In the following implications, we suppress logarithmic and constant factors in the accuracy targets and

regret bounds, and use the predetermined tuning selection in Theorem EC.1. In particular, if 𝑀 > 0 and 𝐷 = 0,

then the transformation is purely ranking-preserving, 𝜀𝐷 = 0, and 𝜀𝑆 = 𝜀𝑀 =

√︃
𝐾

𝑀 (𝑇−𝑁 ) . In this case,

REG[𝑁,𝑇]

=𝑂

(
min

{
𝑅base,

√
𝐾𝑁 + (𝑇 − 𝑁)min{𝑀,1},

√
𝐾𝑁 +max

{
(𝑇 − 𝑁)

√︂
𝐾

𝑁
,min

[
𝐾1/3(𝑇 − 𝑁)2/3,

√︂
𝐾 (𝑇 − 𝑁)

𝑀

]} })
=𝑂

(
min

{
𝑅base,

√
𝐾𝑁 + (𝑇 − 𝑁)min{𝑀,1},

√
𝐾𝑁 +max

{
(𝑇 − 𝑁)

√︂
𝐾

𝑁
,

√︂
𝐾 (𝑇 − 𝑁)

𝑀

} })
.

Therefore, for constant 𝑀 > 0 and 𝐷 = 0, we get

REG[𝑁,𝑇] =


𝑂

(
√
𝐾𝑁 + (𝑇 − 𝑁)

√︂
𝐾

𝑁

)
, for 𝑁 ≤𝑀 (𝑇 − 𝑁) ,

𝑂

(√
𝐾𝑁 +

√︁
𝐾 (𝑇 − 𝑁)

)
, for 𝑁 > 𝑀 (𝑇 − 𝑁) .

For example, in the balanced regime with 𝑁 = 𝑀
1+𝑀 ·𝑇 , the upper bound becomes 𝑂

(√
𝐾𝑇

)
, which becomes

the familiar bound in the standard multi-armed bandit problem.

When 𝑀 = 0 < 𝐷, every commitment gap is at most min{𝐷,1}. Choosing between 𝜀 = 𝜀base and 𝜀 = 1

leads regret𝑂 (min{𝑅base,
√
𝐾𝑁 + (𝑇 −𝑁)min{𝐷,1}}). When 𝑀 = 𝐷 = 0, 𝑔 ≡ 0, so skipping Stage I gives the

standard bandit bound.

EC.4.2. Missing Algorithms and Proofs in Section 6.2

In Stage I of the above algorithm, we use the Fenchel-dual bandit algorithm in Algorithm 3 of Agrawal and

Devanur (2014), specialized to the Euclidean norm and a finite set of arms.

THEOREM 4. The regret of Algorithm ROSCOC has the form

REG[𝑁,𝑇] =𝑂
(
𝑇 · 𝐿𝑔

√︂
𝐾𝑑

𝑁
+
√
𝐾𝑁 + 𝐿2/3

𝑔 𝐾
1/3𝑑

1/3(𝑇 − 𝑁)2/3
)
,

where ROSCOC reserves 𝜏 = min
{
𝑁, 𝐿

2/3
𝑔 𝐾

1/3𝑑
1/3(𝑇 − 𝑁)2/3 log(𝑇 − 𝑁)1/3

}
periods to exploration for commit-

ment.
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Algorithm 2 Reserved Online Stochastic Convex Optimization for Commitment (ROSCOC)
1: Input: A set of arms {1,2, . . . , 𝐾}, 𝑁 , 𝑇 , 𝜏;

2: Initialization: SetH0 = ∅, Δ̃1 = 1/2, A 𝑓 ,1 = [𝐾].
3: Whenever 𝑁 rounds are exhausted in Stage I or II, the algorithm enters the Commitment Stage.

4: for 𝑡 = 1, . . . , 𝜏 do /* Stage I: Reserved online stochastic convex

optimization for 𝑔 */

5: Implement Online Stochastic Convex Optimization algorithm for function 𝑔.

6: Record the execution pathH𝑡 = [𝐼1, . . . , 𝐼𝑡 ].
7: end for

8: for ℓ = 1,2, . . . do /* Stage II: Arm eliminations for reward function 𝑓 */

9: Sample each arm in A 𝑓 ,ℓ until the total number of times it has been chosen is 𝑚 𝑓 ,ℓ times or reaches
the experiment cap 𝑁 and stops.

10: At the end of epoch ℓ, for each arm 𝑖 ∈ [𝐾], compute the empirical average reward 𝜇̂ 𝑓 ,𝑖,ℓ for reward
function 𝑓 .

11: Update A 𝑓 ,ℓ+1←
{
𝑖 ∈ A 𝑓 ,ℓ : max 𝑗∈A 𝑓 ,ℓ 𝜇̂ 𝑓 , 𝑗 ,ℓ − 𝜇̂ 𝑓 ,𝑖,ℓ ≤ Δ̃ℓ

}
.

12: Set Δ̃ℓ+1← Δ̃ℓ/2.

13: end for

14: Uniformly sample 𝑇 − 𝑁 elements from H𝜏 with replacement. Denote the sample set as sequence 𝑆 =

[𝐼1, . . . , 𝐼𝑇−𝑁 ]. /* Commitment Stage: Execution-history-induced portfolio

*/

15: for 𝑡 = 𝑁 + 1, . . . ,𝑇 do

16: Pull the (𝑡 − 𝑁)−th arm in 𝑆.

17: end for

Proof for Theorem 4. We first state the result that we use from Agrawal and Devanur (2014). The Stage I

subroutine in Algorithm 3 is their Algorithm 3 adapted to our problem. Applying their Theorem 5.1 with

𝑚 = 𝐾 , 𝑝 = 𝑞 = 2, 𝛾 =𝑂 (log(𝜏)), and ∥1𝑑 ∥2 =
√
𝑑 gives

𝜏

(
OPT𝑔 −E

[
𝑔

(∑
𝑡∈[𝜏 ] 𝑜𝑡 ,𝐼𝑡
𝜏

)] )
=𝑂

(
𝐿𝑔

√︁
𝐾𝑑𝜏 log(𝜏) + 𝑅𝑐 (𝜏)

)
.

The OGD specialization immediately following Theorem 5.1 of Agrawal and Devanur (2014) gives 𝑅𝑐 (𝜏) =
𝑂 (𝐺𝐷

√
𝜏), where 𝐺 denotes a uniform upper bound on the Euclidean norm of a subgradient of the per-round

OCO loss 𝑔∗(𝑥𝑡 ) − 𝑥𝑇𝑡 𝑜𝑡 ,𝑖. 𝐷 is the radius of the dual feasible region, and in our paper is upper bounded by 𝐿𝑔
(see Assumption 1 in Agrawal and Devanur 2014 for the equivalence for Lipschitz concave functions). The

subgradient of the per-round OCO loss has the form 𝑦 − 𝑜𝑡 ,𝑖, therefore in our setting, 𝐺 = 𝑂

(√
𝑑

)
and the

radius of the dual feasible region 𝐷 ≤ 𝐿𝑔, so

𝜏

(
OPT𝑔 −E

[
𝑔

(∑
𝑡∈[𝜏 ] 𝑜𝑡 ,𝐼𝑡
𝜏

)] )
=𝑂

(
𝐿𝑔
√
𝐾𝑑𝜏 + 𝐿𝑔

√
𝑑𝜏

)
. (EC.6)
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Algorithm 3 Online Stochastic Convex Optimization
1: Initialization: Choose 𝑥1 ∈ X := {𝑥 : ∥𝑥∥2 ≤ 𝐿𝑔}, e.g., 𝑥1 = 0.

2: /* Below sign(𝑥𝑡 ) is the vector of coordinate-wise signs. Following

Agrawal and Devanur (2014), 𝑛𝑡 ,𝑖 is one plus the number of pulls of arm

𝑖 before round 𝑡. */

3: For every arm 𝑖 ∈ [𝐾], set 𝑛1,𝑖 = 1, 𝑜1,𝑖 = 0, and 𝑜1,𝑖 = Π[0,1]𝑑
(
𝑜1,𝑖 − sign(𝑥1) ·

√︁
ln(𝜏)/𝑛1,𝑖

)
, where

Π[0,1]𝑑 (·) clips the vector to [0,1]𝑑 .

4: for 𝑡 = 1, . . . , 𝜏 do

5: 𝐼𝑡 = arg max𝑖∈[𝐾 ] 𝑔∗(𝑥𝑡 ) − 𝑥𝑇𝑡 𝑜𝑡 ,𝑖. Here, 𝑔∗(𝑥) ≡max𝑦∈[0,1]𝑑
{
𝑥𝑇 𝑦 + 𝑔(𝑦)

}
, is the Fenchel dual of 𝑔.

6: Pull arm 𝐼𝑡 and observe outcome 𝑜𝑡 ,𝐼𝑡 .

7: Update 𝑛𝑡+1,𝑖 = 𝑛𝑡 ,𝑖 + 1{𝑖 = 𝐼𝑡 } and 𝑜𝑡+1,𝑖 =
𝑛𝑡,𝑖 𝑜̄𝑡,𝑖+1{𝑖=𝐼𝑡 }𝑜𝑡,𝐼𝑡

𝑛𝑡+1,𝑖
for all 𝑖 ∈ [𝐾].

8: Update 𝑥𝑡+1 by applying Online Gradient Descent (OGD) to ℎ𝑡 (𝑥) = 𝑔∗(𝑥) − 𝑥𝑇𝑜𝑡 ,𝐼𝑡 for one step

starting from 𝑥𝑡 and clip to X.

9: Update 𝑜𝑡+1,𝑖 = Π[0,1]𝑑
(
𝑜𝑡+1,𝑖 − sign(𝑥𝑡+1) ·

√︃
ln(𝜏 )
𝑛𝑡+1,𝑖

)
for all 𝑖 ∈ [𝐾].

10: end for

We next relate the Stage I execution path to its induced portfolio. Let F𝑡−1 be the history and algorithmic

randomization available before arm 𝐼𝑡 is selected. Then

𝑆𝜏 =
∑︁

𝑡∈[𝜏 ]

(
𝑜𝑡 ,𝐼𝑡 −E

[
𝑜𝑡 ,𝐼𝑡 | F𝑡−1

] )
,

is a vector martingale with bounded differences. Pinelis’ inequality (Pinelis (1994) Theorem 3.5, the vector

version of Azuma’s inequality) and the Lipschitz property therefore give�����E[
𝑔

(∑
𝑡∈[𝜏 ] 𝑜𝑡 ,𝐼𝑡
𝜏

)]
−E

[
𝑔

(∑
𝑡∈[𝜏 ] E

[
𝑜𝑡 ,𝐼𝑡 | F𝑡−1

]
𝜏

)]����� =𝑂
(
𝐿𝑔

√︂
𝑑

𝜏

)
. (EC.7)

For the commitment phase, the arms are sampled uniformly with replacement from the Stage I execution

path. Conditional on F𝜏 , these selected arm indices are i.i.d., the subsequent outcomes are conditionally

independent, and every outcome has a conditional mean equal to the average of the arm means along the Stage

I path. Applying Pinelis’ inequality and the Lipschitz property yields

E

[
𝑔

(∑
𝑡∈[𝜏 ] E

[
𝑜𝑡 ,𝐼𝑡 | F𝑡−1

]
𝜏

)]
−E

[
𝑔

(∑𝑇
𝑡=𝑁+1 𝑜𝑡 ,𝐼𝑡
𝑇 − 𝑁

)]
=𝑂

(
𝐿𝑔

√︂
𝑑

𝑇 − 𝑁

)
. (EC.8)

Stage I incurs at most 𝜏 amount of experiment-phase regret, while Stage II incurs 𝑂 (
√︁
𝐾 (𝑁 − 𝜏) log(𝑁 − 𝜏)).

Combining these two bounds with Eqn. (EC.6)-Eqn. (EC.8), we obtain

REG[𝑁,𝑇] =𝑂
(
𝜏 +

√︁
𝐾 (𝑁 − 𝜏) + (𝑇 − 𝑁)

(
𝐿𝑔

√︂
𝐾𝑑

𝜏
+ 𝐿𝑔

√︂
𝑑

𝜏
+ 𝐿𝑔

√︂
𝑑

𝑇 − 𝑁

) )
.
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Setting

𝜏 = min
{
𝑁, 𝐿

2/3
𝑔 𝐾

1/3𝑑
1/3(𝑇 − 𝑁)2/3 log(𝑇 − 𝑁)1/3

}
,

and considering whether the minimum is attained by 𝑁 gives

REG[𝑁,𝑇] =𝑂
(
𝑇 · 𝐿𝑔

√︂
𝐾𝑑

𝑁
+
√
𝐾𝑁 + 𝐿2/3

𝑔 𝐾
1/3𝑑

1/3(𝑇 − 𝑁)2/3
)
,

which proves the stated upper bound. Finally, the lower bound in Theorem 3 also applies here since the basic

model is a special case of the generalized concave model. □


